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Recall: a channel, and the noise under it
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Fig. 1—Schematic diagram of a general communication system.

a decimal digit is about 313 bits. A digit wheel on a desk computing machine has ten stable positions and
therefore has a storage capacity of one decimal digit. In analytical work where integration and differentiation
are involved the basee is sometimes useful. The resulting units of information will be called natural units.
Change from the basea to baseb merely requires multiplication by logb a.

By a communication system we will mean a system of the type indicated schematically in Fig. 1. It
consists of essentially five parts:

1. An information source which produces a message or sequence of messages to be communicated to the
receiving terminal. The message may be of various types: (a) A sequence of letters as in a telegraph
of teletype system; (b) A single function of timef (t) as in radio or telephony; (c) A function of
time and other variables as in black and white television — here the message may be thought of as a
function f (x;y; t) of two space coordinates and time, the light intensity at point(x;y) and timet on a
pickup tube plate; (d) Two or more functions of time, sayf (t), g(t), h(t) — this is the case in “three-
dimensional” sound transmission or if the system is intended to service several individual channels in
multiplex; (e) Several functions of several variables — in color television the message consists of three
functionsf (x;y; t), g(x;y; t), h(x;y; t) defined in a three-dimensional continuum — we may also think
of these three functions as components of a vector field defined in the region — similarly, several
black and white television sources would produce “messages” consisting of a number of functions
of three variables; (f) Various combinations also occur, for example in television with an associated
audio channel.

2. A transmitter which operates on the message in some way to produce a signal suitable for trans-
mission over the channel. In telephony this operation consists merely of changing sound pressure
into a proportional electrical current. In telegraphy we have an encoding operation which produces
a sequence of dots, dashes and spaces on the channel corresponding to the message. In a multiplex
PCM system the different speech functions must be sampled, compressed, quantized and encoded,
and finally interleaved properly to construct the signal. Vocoder systems, television and frequency
modulation are other examples of complex operations applied to the message to obtain the signal.

3. Thechannel is merely the medium used to transmit the signal from transmitter to receiver. It may be
a pair of wires, a coaxial cable, a band of radio frequencies, a beam of light, etc.

4. Thereceiver ordinarily performs the inverse operation of that done by the transmitter, reconstructing
the message from the signal.

5. Thedestination is the person (or thing) for whom the message is intended.

We wish to consider certain general problems involving communication systems. To do this it is first
necessary to represent the various elements involved as mathematical entities, suitably idealized from their
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The electromagnetic field
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■ The field is everywhere, all the time.
■ A charge that accelerates creates
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■ Frequency of waves

(kHz, MHz, GHz, THz).

■ Disturbances in the field:
in vacuum travel at c, speed of light

■ Larmor formula: an accelerating
charge radiates

P =
q2a2

6πε0c3
power P in watt (W)

3Blue1Brown, How wiggling charges give rise to light
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One shared medium

VLF–MF

100 km–100 m
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HF

100–10 m

3–30 MHz
shortwave
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X-ray, γ
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> 1016 Hz
ionising

wavelength above, frequency below (not to scale)

■ Higher frequency: more bandwidth, shorter reach, stopped by more things.
■ Path loss: signal power reduction over distance.
■ Band assignment: by a regulator to coordinate usage.

International Telecommunication Union (ITU)
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ESA Redu, Belgium (1969–2003).

Telemetry, Tracking and Command
(TT&C) early satellites.

50–100 GHz (50 GHz wide)
The next-generation Very Large

Array’s prototype dish, 2025.
Eighteen metres, and the surface
true to a fraction of a millimetre.
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Devices that work on the EM field

equipment

antenna
on purpose:
the signal

by accident:
what leaks out

■ Antennas, lasers, photodiodes: devices that
put energy into the field, and devices for
sensing/detecting.

■ Guides: coax, twisted pair, optical fibre.

■ Compromising: accidental emissions. The
Dutch electronic voting computers could be read
at a distance; in 2007 the advice was to go back
to paper, the cost of shielding never worked out.

The countermeasures are physical (shielding, filtering, zoning): TEMPEST. In the Netherlands the
AIVD is the Nationale TEMPEST Autoriteit: “ondanks de CE-markering kan een apparaat energie

uitstralen waaruit de door dit apparaat verwerkte informatie kan worden gereconstrueerd.”
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Devices that work on the EM field

equipment

antenna
on purpose:
the signal

by accident:
what leaks out

■ Antennas, lasers, photodiodes: devices that
put energy into the field, and devices for
sensing/detecting.

■ Guides: coax, twisted pair, optical fibre.

■ Compromising: accidental emissions. The
Dutch electronic voting computers could be read
at a distance; in 2007 the advice was to go back
to paper, the cost of shielding never worked out.

The countermeasures are physical (shielding, filtering, zoning): TEMPEST. In the Netherlands the
AIVD is the Nationale TEMPEST Autoriteit: “ondanks de CE-markering kan een apparaat energie

uitstralen waaruit de door dit apparaat verwerkte informatie kan worden gereconstrueerd.”
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Bandwidth is not capacity

Bandwidth B: a width of spectrum, in Hz.
B = 20 MHz

2.401 2.421 GHz

Capacity C: bits per second the channel
carries without error.

Shannon–Hartley theorem

C = B log2

(
1 +

S
N

)

■ One Wi-Fi channel:
B = 20 MHz, up to about
140 Mbit/s.

■ Doubling S/N gives one bit
per hertz extra.

■ Jamming only has to raise N.
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An intuition for S/N

■ Signal-to-noise ratio: the signal’s power
divided by the noise’s. Two powers, so
the ratio carries no unit: it is a number.

■ It runs over many orders of magnitude, so
it is written in decibels: 10 log10(S/N).

S/N

1 0 dB
10 10 dB

100 20 dB
10 000 40 dB

The S/σ under each plot is an amplitude
ratio; square it for the power ratio.

source
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From bits to a signal, and back

modulate demodulate01101010 01100010

noise

bits → signal signal → bitsthe medium: copper, glass, air

modulate / demodulate −→ modem

■ The bits that went in are not always the bits that come out.
■ Errors the layers above see start here.

The physical layer 9 / 37



Properties of the medium

■ Attenuation: signal gets weaker
fibre: about 0.2 dB/km at 1550 nm;
copper: far worse

■ Dispersion: signal morphing
speed of traversal depends on frequency

One speed in, several through the glass. (source)

■ Interference: multiple transmitters
partially overlapping channels

■ Delay: signal propagation takes
time
light in optical fibre: about 200 Mm/s

■ Impedance: coupling loss, from
medium to medium
reflections/absorptions cause unwanted
noise

The physical layer 10 / 37
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Which way the signal runs

Simplex A B Broadcast radio

Half-duplex A B A walkie-talkie, a Wi-Fi channel

Full-duplex A B Two separated channels

one at a time

both at once

■ A shared medium is half-duplex by physics:
when you emit you cannot receive from anyone else.

The physical layer 11 / 37
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1. The physical layer

2. Multiplexing

3. Electrical

4. Optical

5. Wireless

6. Towards the datalink layer
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Multiplexer and demultiplexer

MUX DEMUX

A A

B B

C C

one link: A, B and C at once

both ends use the same physical division technique

■ Multiplexer: several channels onto one channel.
■ Demultiplexer: split one channel into several channels.
■ The inner channel carries the sum of the capacity.
■ Various kinds: by time, by space, by frequency, by polarisation, ...
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Frequency division

fre
qu

en
cy

time

A, all the time

B, all the time

C, all the time

FDM: Frequency-Division Multiplexing
■ FDM: everybody gets subchannel, all of the time.
■ The guard band is bandwidth nobody gets to use.
■ No shared clock needed: e.g. FM radio, satellite links.
■ WDM on a fibre is the same, used within optical systems.
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Time division

time

A B C A B C A B C

a slot each, in turn grey: guard time, so a late finish is not a collision

TDM: Time-Division Multiplexing
■ TDM: everybody gets the whole bandwidth for some portion of time.
■ Everybody needs the same clock also called synchronisation.
■ As good as its time reference (usually depending on GPS/GNSS).
■ Military datalinks (e.g. Link-16, Link-22) are TDM,

slot assignment is by planning
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Time division

time

A B C A B C A B C

a slot each, in turn grey: guard time, so a late finish is not a collision

TDM: Time-Division Multiplexing
■ TDM: everybody gets the whole bandwidth for some portion of time.
■ Everybody needs the same clock also called synchronisation.
■ As good as its time reference (usually depending on GPS/GNSS).
■ Military datalinks (e.g. Link-16, Link-22) are TDM,

slot assignment is by planning

Multiplexing 14 / 37



Time division

time

A B C A B C A B C

a slot each, in turn grey: guard time, so a late finish is not a collision

TDM: Time-Division Multiplexing
■ TDM: everybody gets the whole bandwidth for some portion of time.
■ Everybody needs the same clock also called synchronisation.
■ As good as its time reference (usually depending on GPS/GNSS).
■ Military datalinks (e.g. Link-16, Link-22) are TDM,

slot assignment is by planning

Multiplexing 14 / 37



Time division

time

A B C A B C A B C

a slot each, in turn grey: guard time, so a late finish is not a collision

TDM: Time-Division Multiplexing
■ TDM: everybody gets the whole bandwidth for some portion of time.
■ Everybody needs the same clock also called synchronisation.
■ As good as its time reference (usually depending on GPS/GNSS).
■ Military datalinks (e.g. Link-16, Link-22) are TDM,

slot assignment is by planning

Multiplexing 14 / 37



Space division

A B

C

overlapping coverage:
three different channels

A

out of reach:
A again

a border

SDM: Space-Division Multiplexing
A

B C

three sectors, one site

■ SDM: the same frequency again, where the first transmitter
does not reach

■ Special antenna design: a directional antenna narrows the
area, so the sectors touch instead of overlapping

■ Applications in cellular networks, but also multi-core fibres
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Polarisation division

one signal,
vertical

another,
horizontal

+ =

one beam,
one frequency,
two channels

PDM: Polarisation-Division Multiplexing
■ PDM: a wave has an orientation, and two orthogonal waves do not interfere.
■ Used in satellite communication and fibre optics.
■ No signal stays perfectly orthogonal.

3Blue1Brown, The barber pole effect: what sugar water does to a polarised beam.

Multiplexing 16 / 37
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Crosstalk

A

B

a little of A leaks across

B alone B, with A on top of it

■ Crosstalk: some of one channel’s signal arrives in another.
To the channel it disturbs, it is not signal, it is noise.

■ So it costs exactly what the S/N slide says noise costs: reduced capacity.
■ Every division leaks: a neighbouring pair in a cable, a slot that runs late, a polarisation that has

turned. Guard bands, guard times, twisting and shielding are all the same answer.
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Electrical



The Ether, and the tap

Fig. 1. A two-segment Ethernet. 
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the intended receivers. The Ether is a logically passive 

medium for the propagation of digital signals and can 

be constructed using.any number of media including 

coaxial cables, twisted pairs, and optical fibers. 

3.1 Topology 

We cannot afford the redundant connections and 

dynamic routing of store-and-forward packet switching 

to assure reliable communication, so we choose to 

achieve reliability through simplicity. We choose to 

make the shared communication facility passive so that 

the failure of an active element will tend to affect the 

communications of only a single station. The layout and 

changing needs of office and laboratory buildings leads 

us to pick a network topology with the potential for 

convenient incremental extention and reconfiguration 

with minimal service disruption. 

The topology of the Ethernet is that of an unrooted 

tree. It is a tree so that the Ether can branch at the en- 

trance to a building's corridor, yet avoid multipath in- 

terference. There must be only one path through the 

Ether between any source and destination; if more than 

one path were to exist, a transmission would interfere 

with itself, repeatedly arriving at its intended destina- 

tion having travelled by paths of different length. The 

Ether is unrooted because it can be extended from any of 

its points in any direction. Any station wishing to join 

397 

an Ethernet taps into the Ether at the nearest convenient 

point. 

Looking at the relationship of interconnection and 

control, we see that Ethernet is the dual of a star net- 

work. Rather than distributed interconnection through 

many separate links and central control in a switching 

node, as in a star network, the Ethernet has central inter- 

connection through the Ether and distributed control 

among its stations. 

Unlike an Aloha Network, which is a star network 

with an outgoing broadcast channel and an incoming 

multi-access channel, an Ethernet supports many-to- 

many communication with a single broadcast multi- 

access channel. 

3.2 Control 

Sharing of the Ether is controlled in such a way that 

it is not only possible but probable that two or more sta- 

tions will attempt to transmit a packet at roughly the 

same time. Packets which overlap in time on the Ether 

are said to collide; they interfere so as to be unrecogniza- 

ble by a receiver. A station recovers from a detected 

collision by abandoning the attempt and retransmitting 

the packet after some dynamically chosen random time 

period. Arbitration of conflicting transmission demands 

is both distributed and statistical. 

When the Ether is largely unused, a station transmits 

its packets at will, the packets are received without error, 

and all is well. As more stations begin to transmit, the 

rate of packet interference increases. Ethernet controllers 

in each station are built to adjust the mean retransmission 

interval in proportion to the frequency of collisons; 

sharing of the Ether among competing station-station 

transmissions is thereby kept near the optimum [20, 21]. 

A degree of cooperation among the stations is re- 

quired to share the Ether equitably. In demanding ap- 

plications certain stations might usefully take trans- 

mission priority through some systematic violation of 

equity rules. A station could usurp the Ether by not ad- 

justing its retransmission interval with increasing traffic 

or by sending very large packets. Both practices are now 

prohibited by low-level software in each station. 

3.3 Addressing 

Each packet has a source and destination, both of 

which are identified in the packet's header. A packet 

placed on the Ether eventually propagates to all sta- 

tions. Any station can copy a packet from the Ether into 

its local memory, but normally only an active destina- 

tion station matching its address in the packet's header 

will do so as the packet passes. By convention, a zero 

destination address is a wildcard and matches all ad- 

dresses; a packet with a destination of zero is called a 

broadcast packet. 

3.4 Reliability 

An Ethernet is probabilistic. Packets may be lost due 

to interference with other packets, impulse noise on the 

Communications July 1976 
of Volume 19 
eth ACM Number 7 

Ethernet: distributed packet
switching for local computer networks

Metcalfe and Boggs (1976)

■ One coaxial cable, passive, a kilometre
long, 3 Mbit/s, 256 stations.

■ Every station taps into it when
convenient: no connector, no cut, no
downtime.

“A tap is a device for physically connecting to the
Ether while disturbing its transmission
characteristics as little as possible. The design of
the transceiver must be an exercise in paranoia.”

Metcalfe and Boggs, §3.5
What makes a network easy to extend,
makes it cheap to listen to.

Electrical 18 / 37
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tion station matching its address in the packet's header 

will do so as the packet passes. By convention, a zero 

destination address is a wildcard and matches all ad- 

dresses; a packet with a destination of zero is called a 

broadcast packet. 

3.4 Reliability 

An Ethernet is probabilistic. Packets may be lost due 

to interference with other packets, impulse noise on the 
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What a tap actually is

source

■ A 10BASE5 transceiver: the cable runs
through the slot on its side, and a spike
pierces the jacket to reach the conductor. No
cut, no join, no downtime.

■ The 15-pin connector is the drop cable to the
station: up to 50 m of it, so the computer
need not be where the Ether is.

■ Note the tape measure: about ten
centimetres, and it hangs on the cable in a
ceiling or a duct. There are 256 of them on a
kilometre of coax, and nobody has a list.
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Twisted pair: why it is twisted

the neighbouring pair

parallel
this wire gets more

this one gets less

twisted
each wire is the near one
half of the time:
both get the same

the receiver reads one wire against the other,
so noise that lands equally on both cancels

■ UTP unshielded twisted pair, STP shielded twisted pair. Four pairs.
■ CAT 5e 1 Gbit/s, CAT 6a 10 Gbit/s, both to 100 m.
■ Twisting reduces crosstalk between the pairs; shielding reduces interference from outside.
■ Neither removes the antenna: EM radiation.
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The cable, and the connector

RJ-45: eight positions, eight contacts

1 2 3 4 5 6 7 8

pair 2
pair 1

pair 3: pins 3 and 6, with pair 1 between them

pair 4

source

UTP
no shield

STP
foil per pair,
braid overall

shielded twisted pair (NDLA)
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Bus, hub, star topology

A B C D

one shared coaxial cable, taps on it

bus
hub

A

Tx Rx

B

Tx Rx

C

Tx Rxpins 1,2 3,6

hub: the bus, in a box
Point-to-point connections become one shared medium

■ Point-to-point connection: UTP/STP cables (full-duplex)
■ A hub ensures they all becomes one medium again (half-duplex)
■ (We will return to this in the datalink layer, next lecture)
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Spaghetti wiring

source

■ Failures happen when nobody understands the system anymore.

Electrical 23 / 37

https://commons.wikimedia.org/wiki/File:Server_Rack_with_Spaghetti-Like_Mass_of_Network_Cables.jpg


Overview

1. The physical layer

2. Multiplexing

3. Electrical

4. Optical

5. Wireless

6. Towards the datalink layer

Optical



A pipe for light

cladding

multi-mode: several paths, and the long one arrives late

single-mode: a 9µm core, one path, and the long distances

OPTICAL FIBER 
TE LE C 0 M M U N I CAT I 

SYSTEMS AND IMPAIRMENTS 

Optical fiber telecommunications:
systems and impairments Kaminow

and Li (2002)
No antenna, no radiation, no crosstalk from the pair beside it:

classified networks are glass fibre and not copper.
Optical 24 / 37
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A mode is a pattern the fibre will carry

LP01 LP11 LP21

LP02 LP31 LP12

green and blue are the
two signs of the field

■ A mode is a field pattern the fibre carries without changing its shape. A wide core has room for
many; a 9µm core at 1550 nm has room for one.

■ Each mode travels at its own speed (modal dispersion).
■ See RP Photonics on multimode fibres.

Optical 25 / 37
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Loss, and the thing that beat it

■ 0.2 dB/km sounds small. Over
100 km it is significant; over 6000 km
there is nothing left.

■ A repeater receives and retransmits:
light → electricity → light.

■ An optical amplifier (EDFA, 1987)
amplifies the light as light. No clock
and every wavelength at once

Tx Rx

an amplifier every ≈ 100 km

po
we

r

distance

Low-noise erbium-doped fibre amplifier Mears
et al. (1987)

High-gain erbium-doped traveling-wave fiber
amplifier Desurvire et al. (1987)
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One fibre, many colours

add

drop

amp

ROADM
■ WDM: put several wavelengths down one fibre. No

interaction, so each is a channel of its own.
■ DWDM, dense WDM
■ A ROADM adds and drops wavelengths at a site without

touching the rest. Can be reconfigured, no need to open up
the box.

29.25 Tbit/s 1600 km
41.00 Tbit/s 100 km
52.15 Tbit/s 80 km

On the capacity of optical backbone networks
Pires (2024)

Optical 27 / 37
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Running out of fibre

 
4 

 

 

Using trench-type core refractive index profiles matched to standard SMF (Figure 2(g)), to better 
confine the mode, it has proved possible to reduce core-to-core coupling to impressively low levels 
(<-90dB/km) for a spacing of around 40µm, enabling transmission over multi-1000km length 
scales21.  However, fibre reliability issues, in particular susceptibility to fracture, mean that MCF 
diameters beyond 200µm are not considered practical, placing a fairly firm bound on the number of 

(f) 
(g) 

       Figure 2 | Different approaches to SDM: (a) Fibre-bundles composed of physically-independent, 
single-mode fibres of reduced cladding dimension could provide for increased core packing densities 
relative to current fibre cables, however “in-fibre” SDM will be needed to achieve the higher core densities 
and levels of integration ultimately desired. (b) MCF comprising multiple independent cores sufficiently 
spaced to limit cross-talk. Fibres with up to 19 cores have so far been demonstrated for long haul 
transmission – higher core counts are possible for short haul applications (e.g. datacomms) which can 
tolerate higher levels of cross-talk per unit length. (c) FMF with a core dimension/numerical aperture set to 
guide a restricted number of modes – so far typically 6-12 distinct modes (including all degeneracies and 
polarisations). To date work has focussed primarily on using the first few LP-fibre modes; however, work 
is now beginning on using other modal basis sets that exploit the true vector modes of the fibre – in 
particular on modes that carry orbital angular momentum and which may provide benefits in terms of 
reduced mode-coupling and associated DSP requirements42. (d) Coupled-core fibres support supermodes 
that allow for higher spatial mode densities than isolated-core fibres. MIMO processing is essential to 
address the inherent mode-coupling. (e) Photonic Band Gap fibres4,5 guide light in an air-core and thus have 
ultra-low optical nonlinearity, offer the potential for lower losses than solid core fibres (albeit at  longer 
transmission wavelengths around 2µm rather than 1.55µm 43,44). Work is underway to understand whether 
such fibres can support MDM and to establish their practicality for high capacity communications. (f) 
Refractive index profile of a GI core design providing low DMGD and low mode-coupling for long haul 
FMF transmission29. (g) Core refractive index design incorporating a trench profile to reduce cross-talk and 
thus allow closer core separations in MCF21.  

 

Space division multiplexing in optical fibres
Richardson, Fini and Nelson (2013)

■ A fibre has a nonlinear capacity
limit: push more power in to
beat the noise and the glass
starts mixing channels together.

■ So the last lever is space: more
cores, more modes, more
strands.

Capacity trends and limits of optical
communication networks Essiambre and
Tkach (2012)

Optical 28 / 37
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Photonics: the optics goes on a chip

Perspective https://doi.org/10.1038/s41467-024-44750-0

Roadmapping the next generation of silicon
photonics

Sudip Shekhar 1 , Wim Bogaerts 2, Lukas Chrostowski1, John E. Bowers3,

Michael Hochberg4, Richard Soref5 & Bhavin J. Shastri 6

Silicon photonics has developed into a mainstream technology driven by

advances in optical communications. The current generation has led to a

proliferation of integrated photonic devices from thousands to millions-

mainly in the formof communication transceivers for data centers. Products in

many exciting applications, such as sensing and computing, are around the

corner. What will it take to increase the proliferation of silicon photonics from

millions to billions of units shipped? What will the next generation of silicon

photonics look like? What are the common threads in the integration and

fabrication bottlenecks that silicon photonic applications face, and which

emerging technologies can solve them? This perspective article is an attempt

to answer such questions. We chart the generational trends in silicon photo-

nics technology, drawing parallels from the generational definitions of CMOS

technology. We identify the crucial challenges that must be solved to make

giant strides in CMOS-foundry-compatible devices, circuits, integration, and

packaging. We identify challenges critical to the next generation of systems

and applications—in communication, signal processing, and sensing. By iden-

tifying and summarizing such challenges and opportunities, we aim to sti-

mulate further research on devices, circuits, and systems for the silicon

photonics ecosystem.

The generational roadmap
Figure 1 maps the evolution of silicon photonics1,2. Silicon-based pho-

tonic integrated circuits (PICs) were introduced in 19853 and low-loss

waveguides in a thick silicon on insulator (SOI) process demonstrated

in 1991–924,5. Various optical devices were next demonstrated6, and

soon, silicon photonics was in the small-scale integration (SSI) era—

with 1-to-10 components on a PIC. They included demonstrations of

high-speed pn junctionmodulators7–9 andphotodetectors (PDs)10–13, as

well as heterogeneous integration of a III-V laser to a silicon PIC14. The

next era ushered in the commercial success of silicon photonics. With

10-to-500 components on a PIC, this medium-scale integration (MSI)

era saw successful demonstration and adoption of Mach-Zehnder

modulator (MZM) in intensity-modulated direct-detect (IMDD) trans-

ceivers within data centers—both single-wavelength15 and multi-

wavelength16–19. Microring-modulator (MRM)-based IMDD transcei-

vers (see Fig. 2a) demonstrated themultiplexing and energy-efficiency

benefits of PIC technology20–22. Coherent transceivers in silicon pho-

tonics/electronics platforms proved that the technology could
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Silicon photonics has developed into a mainstream technology driven by

advances in optical communications. The current generation has led to a

proliferation of integrated photonic devices from thousands to millions-

mainly in the formof communication transceivers for data centers. Products in

many exciting applications, such as sensing and computing, are around the

corner. What will it take to increase the proliferation of silicon photonics from

millions to billions of units shipped? What will the next generation of silicon
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fabrication bottlenecks that silicon photonic applications face, and which
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to answer such questions. We chart the generational trends in silicon photo-
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giant strides in CMOS-foundry-compatible devices, circuits, integration, and

packaging. We identify challenges critical to the next generation of systems

and applications—in communication, signal processing, and sensing. By iden-

tifying and summarizing such challenges and opportunities, we aim to sti-

mulate further research on devices, circuits, and systems for the silicon

photonics ecosystem.

The generational roadmap
Figure 1 maps the evolution of silicon photonics1,2. Silicon-based pho-

tonic integrated circuits (PICs) were introduced in 19853 and low-loss

waveguides in a thick silicon on insulator (SOI) process demonstrated

in 1991–924,5. Various optical devices were next demonstrated6, and

soon, silicon photonics was in the small-scale integration (SSI) era—

with 1-to-10 components on a PIC. They included demonstrations of

high-speed pn junctionmodulators7–9 andphotodetectors (PDs)10–13, as

well as heterogeneous integration of a III-V laser to a silicon PIC14. The

next era ushered in the commercial success of silicon photonics. With

10-to-500 components on a PIC, this medium-scale integration (MSI)

era saw successful demonstration and adoption of Mach-Zehnder

modulator (MZM) in intensity-modulated direct-detect (IMDD) trans-

ceivers within data centers—both single-wavelength15 and multi-

wavelength16–19. Microring-modulator (MRM)-based IMDD transcei-

vers (see Fig. 2a) demonstrated themultiplexing and energy-efficiency

benefits of PIC technology20–22. Coherent transceivers in silicon pho-

tonics/electronics platforms proved that the technology could
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Terabits without fibres
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Abstract

A microcomb-based coherent free-space optical link achieves a record-high bandwidth of 8.21 Tbps. Novel beam

stabilisation and carrier phase retrieval schemes are employed for turbulence suppression and error correction.

In 1880, Alexander Graham Bell demonstrated speech

transmission via a beam of sunlight using his photophone

—the forerunner of modern free-space optical (FSO)

communication. Contemporary FSO systems employ

laser beams to transmit data without physical fibres,

supporting rates up to 10 Gbps over distances of

approximately 1 km and, in many cases, outperforming

conventional radio-based wireless systems1. However,

challenges including atmospheric turbulence, beam wan-

der, and misalignment continue to restrict link stability

and capacity. By contrast, fibre-optic communication

remains the backbone of global data infrastructure owing

to its low loss and environmental isolation, with recent

advances in wavelength-division multiplexing (WDM)

and coherent modulation enabling data transmission rates

of up to 402 Tbps2. Thus, in addition to improving link

stability, achieving comparable performance in FSO links

requires the adoption of these established fibre-optic

techniques.

Microresonator-based optical frequency combs

(microcombs) have emerged as a revolutionary technol-

ogy in this regard3. These devices can generate dozens to

hundreds of uniformly spaced optical lines from a single

continuous-wave laser, with spacings determined by the

microresonator’s free spectral range and can be tuned to

hundreds of gigahertz to suit WDM applications. Each

comb line acts as a coherent carrier, thereby enabling

parallel and scalable data transmission. In fibre systems,

microcombs have facilitated aggregated bandwidths from

the terabit to petabit level using advanced modulation

formats4–7. Their application in FSO links promises two

key advantages: increased channel capacity and enhanced

link stability, as the narrow linewidth and high coherence

of microcomb carriers can simplify error correction and

mitigate the effects of atmospheric absorption and scin-

tillation without adding system complexity8,9.

A recent study published in eLight by a team led by

Professor Chee Wei Wong at the University of California,

Los Angeles, demonstrated the feasibility of this approach

by achieving an aggregated transmission bandwidth of

8.21 Tbps over an atmospheric link exceeding 160

metres10. In this work, a high-power platicon microcomb

generated in a Si3N4 microring provided over a hundred

high-coherence optical carriers spanning both the C and L

bands11. Specifically, 28 C-band and 27 L-band carriers

were filtered and amplified individually before being

modulated using 16QAM IQ modulation in polarisation-

diverse mode (PDM) at a symbol rate of 20 GBaud. Fol-

lowing amplification, these channels were transmitted

over the free-space link. Despite the challenges posed by

atmospheric turbulence and pointing errors inherent to

an outdoor configuration, an active beam stabilisation

system maintained stable locking with a 10 kHz band-

width over periods exceeding 10 h. Furthermore, a novel

master–slave carrier phase retrieval scheme was employed

to simplify the compensation procedures for turbulence-

induced intensity fluctuations and pointing errors,

thereby reducing the data processing complexity. As a

result, the system achieved an aggregated bandwidth of

8.21 Tbps under a PDM-WDM modulation scheme with

55 optical carriers and a total capacity of 5.21 Tbps in

single-carrier tests across 35 independent channels.

This demonstration shows that FSO links can attain

bandwidths comparable to fibre-optic systems. Moreover,
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Terabits without fibres Xie and Yang (2025)

■ Free-space optics: the same
lasers and the same modulation,
through air instead of glass.

■ 8.21 Tbit/s over 160 m of open
atmosphere.

■ No cable to dig, no cable to cut,
no cable to tap, and a beam that
has to stay pointed through
turbulence. Which is the whole
trade: line of sight, and weather.

Free-space terabit/s coherent optical
links Wang et al. (2025)
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A microcomb-based coherent free-space optical link achieves a record-high bandwidth of 8.21 Tbps. Novel beam

stabilisation and carrier phase retrieval schemes are employed for turbulence suppression and error correction.

In 1880, Alexander Graham Bell demonstrated speech

transmission via a beam of sunlight using his photophone

—the forerunner of modern free-space optical (FSO)

communication. Contemporary FSO systems employ

laser beams to transmit data without physical fibres,

supporting rates up to 10 Gbps over distances of

approximately 1 km and, in many cases, outperforming

conventional radio-based wireless systems1. However,

challenges including atmospheric turbulence, beam wan-

der, and misalignment continue to restrict link stability

and capacity. By contrast, fibre-optic communication

remains the backbone of global data infrastructure owing

to its low loss and environmental isolation, with recent

advances in wavelength-division multiplexing (WDM)

and coherent modulation enabling data transmission rates

of up to 402 Tbps2. Thus, in addition to improving link

stability, achieving comparable performance in FSO links

requires the adoption of these established fibre-optic

techniques.

Microresonator-based optical frequency combs

(microcombs) have emerged as a revolutionary technol-

ogy in this regard3. These devices can generate dozens to

hundreds of uniformly spaced optical lines from a single

continuous-wave laser, with spacings determined by the

microresonator’s free spectral range and can be tuned to

hundreds of gigahertz to suit WDM applications. Each

comb line acts as a coherent carrier, thereby enabling

parallel and scalable data transmission. In fibre systems,

microcombs have facilitated aggregated bandwidths from

the terabit to petabit level using advanced modulation

formats4–7. Their application in FSO links promises two

key advantages: increased channel capacity and enhanced

link stability, as the narrow linewidth and high coherence

of microcomb carriers can simplify error correction and

mitigate the effects of atmospheric absorption and scin-

tillation without adding system complexity8,9.

A recent study published in eLight by a team led by

Professor Chee Wei Wong at the University of California,

Los Angeles, demonstrated the feasibility of this approach

by achieving an aggregated transmission bandwidth of

8.21 Tbps over an atmospheric link exceeding 160

metres10. In this work, a high-power platicon microcomb

generated in a Si3N4 microring provided over a hundred

high-coherence optical carriers spanning both the C and L

bands11. Specifically, 28 C-band and 27 L-band carriers

were filtered and amplified individually before being

modulated using 16QAM IQ modulation in polarisation-

diverse mode (PDM) at a symbol rate of 20 GBaud. Fol-

lowing amplification, these channels were transmitted

over the free-space link. Despite the challenges posed by

atmospheric turbulence and pointing errors inherent to

an outdoor configuration, an active beam stabilisation

system maintained stable locking with a 10 kHz band-

width over periods exceeding 10 h. Furthermore, a novel

master–slave carrier phase retrieval scheme was employed

to simplify the compensation procedures for turbulence-

induced intensity fluctuations and pointing errors,

thereby reducing the data processing complexity. As a

result, the system achieved an aggregated bandwidth of

8.21 Tbps under a PDM-WDM modulation scheme with

55 optical carriers and a total capacity of 5.21 Tbps in

single-carrier tests across 35 independent channels.

This demonstration shows that FSO links can attain

bandwidths comparable to fibre-optic systems. Moreover,
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Terabits without fibres Xie and Yang (2025)

■ Free-space optics: the same
lasers and the same modulation,
through air instead of glass.

■ 8.21 Tbit/s over 160 m of open
atmosphere.

■ No cable to dig, no cable to cut,
no cable to tap, and a beam that
has to stay pointed through
turbulence. Which is the whole
trade: line of sight, and weather.

Free-space terabit/s coherent optical
links Wang et al. (2025)
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Abstract

A microcomb-based coherent free-space optical link achieves a record-high bandwidth of 8.21 Tbps. Novel beam

stabilisation and carrier phase retrieval schemes are employed for turbulence suppression and error correction.

In 1880, Alexander Graham Bell demonstrated speech

transmission via a beam of sunlight using his photophone

—the forerunner of modern free-space optical (FSO)

communication. Contemporary FSO systems employ

laser beams to transmit data without physical fibres,

supporting rates up to 10 Gbps over distances of

approximately 1 km and, in many cases, outperforming

conventional radio-based wireless systems1. However,

challenges including atmospheric turbulence, beam wan-

der, and misalignment continue to restrict link stability

and capacity. By contrast, fibre-optic communication

remains the backbone of global data infrastructure owing

to its low loss and environmental isolation, with recent

advances in wavelength-division multiplexing (WDM)

and coherent modulation enabling data transmission rates

of up to 402 Tbps2. Thus, in addition to improving link

stability, achieving comparable performance in FSO links

requires the adoption of these established fibre-optic

techniques.

Microresonator-based optical frequency combs

(microcombs) have emerged as a revolutionary technol-

ogy in this regard3. These devices can generate dozens to

hundreds of uniformly spaced optical lines from a single

continuous-wave laser, with spacings determined by the

microresonator’s free spectral range and can be tuned to

hundreds of gigahertz to suit WDM applications. Each

comb line acts as a coherent carrier, thereby enabling

parallel and scalable data transmission. In fibre systems,

microcombs have facilitated aggregated bandwidths from

the terabit to petabit level using advanced modulation

formats4–7. Their application in FSO links promises two

key advantages: increased channel capacity and enhanced

link stability, as the narrow linewidth and high coherence

of microcomb carriers can simplify error correction and

mitigate the effects of atmospheric absorption and scin-

tillation without adding system complexity8,9.

A recent study published in eLight by a team led by

Professor Chee Wei Wong at the University of California,

Los Angeles, demonstrated the feasibility of this approach

by achieving an aggregated transmission bandwidth of

8.21 Tbps over an atmospheric link exceeding 160

metres10. In this work, a high-power platicon microcomb

generated in a Si3N4 microring provided over a hundred

high-coherence optical carriers spanning both the C and L

bands11. Specifically, 28 C-band and 27 L-band carriers

were filtered and amplified individually before being

modulated using 16QAM IQ modulation in polarisation-

diverse mode (PDM) at a symbol rate of 20 GBaud. Fol-

lowing amplification, these channels were transmitted

over the free-space link. Despite the challenges posed by

atmospheric turbulence and pointing errors inherent to

an outdoor configuration, an active beam stabilisation

system maintained stable locking with a 10 kHz band-

width over periods exceeding 10 h. Furthermore, a novel

master–slave carrier phase retrieval scheme was employed

to simplify the compensation procedures for turbulence-

induced intensity fluctuations and pointing errors,

thereby reducing the data processing complexity. As a

result, the system achieved an aggregated bandwidth of

8.21 Tbps under a PDM-WDM modulation scheme with

55 optical carriers and a total capacity of 5.21 Tbps in

single-carrier tests across 35 independent channels.

This demonstration shows that FSO links can attain

bandwidths comparable to fibre-optic systems. Moreover,
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■ Free-space optics: the same
lasers and the same modulation,
through air instead of glass.

■ 8.21 Tbit/s over 160 m of open
atmosphere.

■ No cable to dig, no cable to cut,
no cable to tap, and a beam that
has to stay pointed through
turbulence. Which is the whole
trade: line of sight, and weather.
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Glass can be listened to

Optical Fiber Tapping: Methods and Precautions 

M. Zafar Iqbal, Habib Fathallah, Nezih Belhadj 

Abstract- Optical fiber communication is not as secure as generally 

perceived. There are a number of known methods of extracting or 
injecting information into a fiber link, while avoiding detection. Few 
incidents have been reported as a successfully tapped fiber is difÏcult 

to detect. In this paper we highlight a number of known fiber tapping 
methods. We report simulation of optical characteristics of a fiber 
being tapped by 'bend' method and proof of concept with physical 
experiment. We also presented visualized scenarios in which a 
resourceful eavesdropper can compromise security of a fiber link with 
existing technologies. Some measures to prevent fiber tapping or to 
nullify the significance of information tapped from fiber were also 
discussed. 

Index Terms- Optical Fiber Tapping, Layer 2 Encryption 
Eavesdropping, Bend tapping. 

I. INTRODUCTION 

C
ONTRARY to the common perception, optical fiber is not 
inherently secure from tapping or eavesdropping. The 

enormous amount of mission critical and sensitive 
information carried over fiber these days is exposed to any 
determined and resourceful eavesdropper. 

Fiber tapping is a process by which the security of optical 
fiber is compromised by either extracting or injecting 
information (as light). Basically fiber tapping can be 
intrusive and non-intrusive. The former requires the fiber to 
be cut and reconnected into the tapping mechanism while 
the later achieves tapping without cutting the fiber or 
causing any service disruption. Non-intrusive technique is 
the focus of this work. 

Only a few incidents of fiber tapping could be reported as 
it is very difÏcult to detect a tapped fiber while the tapping 
process itself is quite simple. Major reported incidents of 
tapping include the following: 

2000, three main trunk lines of Deutsche Telekom were 

breached at Frankfurt Airport in Germany [1]. 

2003, an illegal eavesdropping device was discovered 
hooked into Verizon's optical network [1]. 

2005, USS Jimmy Carter, submarine specifically 

retrofitted to conduct tapping into undersea cables [2], 
[3]. 

In the following sections we present a brief overview of 
intrusive and nonintrusive tapping techniques [4]. Then we 
present a numerical simulation of signal loss due to fiber 
bending followed by a report on physical demonstration of 
tapping on a prototype developed in our lab. Here we also 
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explain the prototype design, hardware and software. We 
also discuss possible tapping scenarios in real environments 
highlighting the resources required to achieve it. Finally we 
propose some solutions to protect optical fiber links against 
tapping. 

II. FIBER TAPPING METHODS 

A. Fiber Bending 

In this method cable is stripped down to the fiber for 
bending. This method exploits the principle of propagation 
of light through an optical fiber better described as the total 
internal reflection. To achieve this, angle of incidence of 
light on the core cladding interface should be greater than 
the Critical Angle for total internal reflection. Otherwise 
some light will radiate out of the fiber through its cladding. 
The critical angle is a function of the refractive indices of 
the core and cladding, and represented by the following 
equation: 

Be = Cos-
1 (.{daddingl .{coreJ (prOVided flcl< fie) 

Where, Be is the critical Angle, flel is refractive index of Cladding, fie 
is refractive Index of Cladding 

In fiber bending techniques the fiber is bent such that the 
angle of incidence becomes less than the critical angle and 
the light radiates. Apparently there are further two types of 
fiber bending: 

1) Micro Bending 
Application of external force results in sharp but 

microscopic curvatures resulting in axial displacements of a 
few microns and spatial wavelength displacements of a few 
millimeters (Figure 1). The light thus radiated is used for 
tapping. 

External Force 

IMPEREFEcnON .. 

Figure 1 Micro Bending 

2) Macro Bending: 

,-' 
... . "\. 

-,,, 
"\ . \X-

There is a minimum tolerable bend radius associated with 
each fiber type. A lesser bend radius will result in radiation 
of Light (figure 2). This property can be used to extract light 
from fiber for eaves dropping. Normally, single mode fibers 
will not tolerate a minimum bend radius of less than 6.5 to 
7.5 cm except some specially developed types. While a 

164 

Optical fiber tapping: methods and
precautions Iqbal, Pattinson and

Kor (2011)

■ Bend it far enough and light leaves the
core. A coupler on the outside of an
unbroken fibre is a tap.

■ No cut, no splice, no loss of service, and
a power drop small enough to look like a
dirty connector.

■ Countermeasures are monitoring and
encryption, not the medium.

Fibre is harder to tap than copper.
Harder is not the same as cannot.
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perceived. There are a number of known methods of extracting or 
injecting information into a fiber link, while avoiding detection. Few 
incidents have been reported as a successfully tapped fiber is difÏcult 

to detect. In this paper we highlight a number of known fiber tapping 
methods. We report simulation of optical characteristics of a fiber 
being tapped by 'bend' method and proof of concept with physical 
experiment. We also presented visualized scenarios in which a 
resourceful eavesdropper can compromise security of a fiber link with 
existing technologies. Some measures to prevent fiber tapping or to 
nullify the significance of information tapped from fiber were also 
discussed. 
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I. INTRODUCTION 

C
ONTRARY to the common perception, optical fiber is not 
inherently secure from tapping or eavesdropping. The 

enormous amount of mission critical and sensitive 
information carried over fiber these days is exposed to any 
determined and resourceful eavesdropper. 

Fiber tapping is a process by which the security of optical 
fiber is compromised by either extracting or injecting 
information (as light). Basically fiber tapping can be 
intrusive and non-intrusive. The former requires the fiber to 
be cut and reconnected into the tapping mechanism while 
the later achieves tapping without cutting the fiber or 
causing any service disruption. Non-intrusive technique is 
the focus of this work. 

Only a few incidents of fiber tapping could be reported as 
it is very difÏcult to detect a tapped fiber while the tapping 
process itself is quite simple. Major reported incidents of 
tapping include the following: 

2000, three main trunk lines of Deutsche Telekom were 

breached at Frankfurt Airport in Germany [1]. 

2003, an illegal eavesdropping device was discovered 
hooked into Verizon's optical network [1]. 

2005, USS Jimmy Carter, submarine specifically 

retrofitted to conduct tapping into undersea cables [2], 
[3]. 

In the following sections we present a brief overview of 
intrusive and nonintrusive tapping techniques [4]. Then we 
present a numerical simulation of signal loss due to fiber 
bending followed by a report on physical demonstration of 
tapping on a prototype developed in our lab. Here we also 
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explain the prototype design, hardware and software. We 
also discuss possible tapping scenarios in real environments 
highlighting the resources required to achieve it. Finally we 
propose some solutions to protect optical fiber links against 
tapping. 

II. FIBER TAPPING METHODS 

A. Fiber Bending 

In this method cable is stripped down to the fiber for 
bending. This method exploits the principle of propagation 
of light through an optical fiber better described as the total 
internal reflection. To achieve this, angle of incidence of 
light on the core cladding interface should be greater than 
the Critical Angle for total internal reflection. Otherwise 
some light will radiate out of the fiber through its cladding. 
The critical angle is a function of the refractive indices of 
the core and cladding, and represented by the following 
equation: 

Be = Cos-
1 (.{daddingl .{coreJ (prOVided flcl< fie) 

Where, Be is the critical Angle, flel is refractive index of Cladding, fie 
is refractive Index of Cladding 

In fiber bending techniques the fiber is bent such that the 
angle of incidence becomes less than the critical angle and 
the light radiates. Apparently there are further two types of 
fiber bending: 

1) Micro Bending 
Application of external force results in sharp but 

microscopic curvatures resulting in axial displacements of a 
few microns and spatial wavelength displacements of a few 
millimeters (Figure 1). The light thus radiated is used for 
tapping. 
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Figure 1 Micro Bending 
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There is a minimum tolerable bend radius associated with 
each fiber type. A lesser bend radius will result in radiation 
of Light (figure 2). This property can be used to extract light 
from fiber for eaves dropping. Normally, single mode fibers 
will not tolerate a minimum bend radius of less than 6.5 to 
7.5 cm except some specially developed types. While a 
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Packet radio

■ 1973: ARPA puts packets on a radio
channel, because the thing that needs
the network is a vehicle and it moves.

■ Everything hard about wireless is
already there: a shared channel nobody
schedules, stations that cannot all hear
each other, and a topology that changes
as you use it.

■ It is also the lineage. Wireless Ethernet
came from ALOHA: ALOHA was radio;
Wi-Fi is ALOHA with manners.

Advances in packet radio technology Kahn et al. (1978)
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Figure 2: SATCOM Architecture.

The space segment of a SATCOM architecture is one of the three main

components of a SATCOM system. This segment comprises GEO satellites to

support business in navigation, data, mobile television, and radio broadcasting

systems. At the same time, MEO satellites are deployed to deliver low-latency

and high-bandwidth data connectivity to service providers, agencies and indus-

tries, and to support the network connectivity in the avionic/maritime domain.

LEO satellite constellations are also adopted for several applications such as

imaging, and low-bandwidth telecommunications and broadband internet. Each

of these satellites is placed in orbit by a launch vehicle. The space segment also

includes military and defense communication systems, as well as commercial

SATCOM transponders and payloads. Note that the afore-mentioned commu-

nication links involving satellites all use frequencies in the L-band, in the range

[1−−2] GHz.

The ground segment can help to establish the communication between the

satellites and all the terminals defined in the user segment. It comprises dedi-

cated Gateway stations, namely Satellite Operator, infrastructures for control,

9

Satellite-based communications security: a
survey of threats, solutions and research challenges

Tedeschi, Sciancalepore and Di Pietro (2022)

■ Space segment: the satellites,
and the links between them.

■ Ground segment: the operator’s
gateways, and the network behind
them.

■ User segment: whatever is being
connected. A ship, an aircraft, a
handset.
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Up, and how long that takes

GEO 35 786 km ≈ 240 ms, up and down

MEO 8 000 km ≈ 55 ms

LEO 550 km ≈ 4 ms

a mast on a hill 20 km ≈ 0.13 ms

■ Delay is geometry. A constellation buys latency back by being close, and pays
for it in numbers of satellites and in handover.

■ An updated comparison of four low Earth orbit satellite constellation
systems Pachler et al. (2021)
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Problems solved at the datalink layer

flipped bits → error detection/correction

The physical layer delivers most of the bits, most of the time, to
everyone who is listening. The datalink layer is what you build on that.
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Where we are

Application end-to-end functionality

Transport streams or datagrams

Network packets, end to end

Datalink frames, one link

PhysicalPhysical bits on a medium
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