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Where we are

Application end-to-end functionality

Transport streams or datagrams

Network packets, end to end

Datalink frames, one link

PhysicalPhysical bits on a medium
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Recall: problems to be solved at the datalink layer

flipped bits → error detection/correction

two stations send at once → medium access control

a medium reaches everyone → addressing

a bit stream has no beginning → framing

The physical layer delivers most of the bits, most of the time, to
everyone who is listening. The datalink layer is what you build on that.
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1. Medium access control
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3. Addressing

4. Error detection

5. Bridging

6. Equipment

7. Advanced topics

8. How the standards came to be

9. Towards the network layer
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soles such a scheme will lead to the same sort of in­
efficiencies found in a wire communication system. 
This problem may be partly alleviated by a system of 
central control and channel assignment (such as in a 
telephone switching net) or by a variety of polling 
techniques. Any of these methods will tend to make 
the communication equipment at the consoles more 
complex and will not solve the most important problem 
of the communication inefficiency caused by the burst 
nature of the data from an active console. Since we 
expect to have many remote consoles it is important 
to minimize the complexity of the communication 
equipment at each console. In the next section we 
describe a method of random access communications 
which allows each console in THE ALOHA SYSTEM 
to use a common high speed data channel without the 
necessity of central control or synchronization. 

Information to and from the MENEHUNE in THE 
ALOHA SYSTEM is transmitted in the form of 
"packets," where each packet corresponds to a single 
message in the system.8 Packets will have a fixed length 
of 80 8-bit characters plus 32 identification and 
control bits and 32 parity bits; thus each packet will 
consist of 704 bits and will last for 29 milliseconds at a 
data rate of 24,000 baud. 

The parity bits in each packet will be used for a 
cyclic error detecting code.9 Thus if we assume all 
error patterns are equally likely the probability that a 
given error pattern will not be detected by the code is10 

2~32^10-9. 

Since error detection is a trivial operation to implement,10 

the use of such a code is consistent with the require-
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ment for simple communication equipment at the con­
soles. The possibility of using the same code for error 
correction at the MENEHUNE will be considered for a 
later version of THE ALOHA SYSTEM. 

The random access method employed by THE 
ALOHA SYSTEM is based on the use of this error 
detecting code. Each user at a console transmits packets 
to the MENEHUNE over the same high data rate 
channel in a completely unsynchronized (from one 
user to another) manner. If and only if a packet is re­
ceived without error it is acknowledged by the MENE­
HUNE. After transmitting a packet the transmitting 
console waits a given amount of time for an acknowl­
edgment; if none is received the packet is retransmitted. 
This process is repeated until a successful transmission 
and acknowledgment occurs or until the process is 
terminated by the user's console. 

A transmitted packet can be received incorrectly 
because of two different types of errors; (1) random 
noise errors and (2) errors caused by interference with 
a packet transmitted by another console. The first 
type of error is not expected to be a serious problem. 
The second type of error, that caused by interference, 
will be of importance only when a large number of 
users are trying to use the channel at the same time. 
Interference errors will limit the number of users and 
the amount of data which can be transmitted over this 
random access channel. 

In Figure 2 we indicate a sequence of packets as 
transmitted by k active consoles in the ALOHA random 
access communication system. 

We define T as the duration of a packet. In THE 
ALOHA SYSTEM r will be equal to about 34 milli­
seconds; of this total 29 milliseconds will be needed for 
transmission of the 704 bits and the remainder for re­
ceiver synchronization. Note the overlap of two packets 
from different consoles in Figure 2. For analysis pur­
poses we make the pessimistic assumption that when 
an overlap occurs neither packet is received without 
error and both packets are therefore retransmitted.* 
Clearly as the number of active consoles increases the 
number of interferences and hence the number of re­
transmissions increases until the channel clogs up with 
repeated packets.11 In the next section we compute the 
average number of active consoles which may be sup­
ported by the transmission scheme described above. 

Note how the random access communication scheme 
of THE ALOHA SYSTEM takes advantage of the 
nature of the radio communication channels as opposed 
to wire communications. Using 'the radio channel as 
we have described each user may access the same 

Figure 2—ALOHA communication multiplexing 

* In order that the retransmitted packets not continue to inter­
fere with each other we must make sure the retransmission delays 
in the two consoles are different. 

The ALOHA system: another alternative
for computer communications

Abramson (1970)

■ Hawaii, 1970. Seven islands, one radio
channel.

■ The protocol: when you have data, send it.
■ When you receive data while sending?

Wait a random time, send again.

■ Contention causes retransmission.

■ Problem: where does a frame start, and how
does the receiver know it arrived intact?
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channel even though the users are geographically dis­
persed. The random access communication method 
used in THE ALOHA SYSTEM may thus be thought 
of as a form of data concentration for use with geo­
graphically scattered users. 

RANDOM ACCESS RADIO COMMUNICATIONS 

We may define a random point process for each of 
the k active users by focusing our attention on the 
starting times of the packets sent by each user. We 
shall find it useful to make a distinction between those 
packets transmitting a given message from a console 
for the first time and those packets transmitted as 
repetitions of a message. We shall refer to packets of 
the first type as message packets and to the second type 
as repetitions. Let X be the average rate of occurrence 
of message packets from a single active user and assume 
this rate is identical from user to user. Then the random 
point process consisting of the starting times of message 
packets from all the active users has an average rate 
of occurrence of 

r = k\ 

where r is the average number of message packets per 
unit time from the k active users. Let T be the duration 
of each packet. Then if we were able to pack the mes­
sages into the available channel space perfectly with 
absolutely no space between messages we would have 

rr = l. 

Accordingly we refer to rr as the channel utilization. 
Note that the channel utilization is proportional to k, 
the number of active users. Our objective in this section 
is to determine the maximum value of the channel 
utilization, and thus the maximum value of k, which 
this random access data communication channel can 
support. 

Define R as the average number of message packets 
plus retransmissions per unit time from the k active 
users. Then if there are any retransmissions we must 
have R>r. We define Rr as the channel traffic since this 
quantity represents the average number of message 
packets plus retransmissions per uni ttime multiplied 
by the duration of each packet or retransmission. In 
this section we shall calculate RT as a function of the 
channel utilization, rr. 

Now assume the interarrival times of the point 
process denned by the start times of all the message 
packets plus retransmissions are independent and expo­
nential. This assumption, of course, is only an approxi­
mation to the true arrival time distribution. Indeed, 

because of the retransmissions, it is strictly speaking 
not even mathematically consistent. If the retrans­
mission delay is large compared to r, however, and the 
number of retransmissions is not too large this assump­
tion will be reasonably close to the true distribution. 
Moreover, computer simulations of this channel indi­
cate that the final results are not sensitive to this 
distribution. Under the exponential assumption the 
probability that there will be no events (starts of mes­
sage packets or retransmissions) in a time interval T 
is exp(-RT). 

Using this assumption we can calculate the prob­
ability that a given message packet or retransmission 
will need to be retransmitted because of interference 
with another message packet or retransmission. The 
first packet will overlap with another packet if there 
exists at least one other start point T or less seconds 
before or T or less seconds after the start of the given 
packet. Hence the probability that a given message 
packet or retransmission will be repeated is 

[l-exp(-2#r)]. (1) 

Finally we use (1) to relate R, the average number 
of message packets plus retransmissions per unit time 
to r, the average number of message packets per unit 
time. Using (1) the average number of retransmissions 
per unit time is given by 

fl[l-exp(-2flr)] 

so that we have 

or 

R=r+R[l- exp(-2#T)] 

rT = Rre~iRT. (2) 

Equation (2) is the relationship we seek between the 
channel utilization rr and the channel traffic RT. In 
Figure 3 we plot Rr versus rr. 

.05 .10 

channel utilization rr 

Figure 3—Channel utilization vs channel traffic 

Channel utilisation against channel
traffic Abramson (1970)

offered load G

throughput S

slotted

pure

■ Slotted ALOHA: start only on a slot boundary. Less chance of collision.
■ The cost: a clock everybody needs to share and keep synchronised.

Medium access control 4 / 39

https://refs.drheap.org/abramson1970aloha/
https://refs.drheap.org/abramson1970aloha/


Slots, and what they buy

284 Fall Joint Computer Conference, 1970 

channel even though the users are geographically dis­
persed. The random access communication method 
used in THE ALOHA SYSTEM may thus be thought 
of as a form of data concentration for use with geo­
graphically scattered users. 

RANDOM ACCESS RADIO COMMUNICATIONS 

We may define a random point process for each of 
the k active users by focusing our attention on the 
starting times of the packets sent by each user. We 
shall find it useful to make a distinction between those 
packets transmitting a given message from a console 
for the first time and those packets transmitted as 
repetitions of a message. We shall refer to packets of 
the first type as message packets and to the second type 
as repetitions. Let X be the average rate of occurrence 
of message packets from a single active user and assume 
this rate is identical from user to user. Then the random 
point process consisting of the starting times of message 
packets from all the active users has an average rate 
of occurrence of 

r = k\ 

where r is the average number of message packets per 
unit time from the k active users. Let T be the duration 
of each packet. Then if we were able to pack the mes­
sages into the available channel space perfectly with 
absolutely no space between messages we would have 

rr = l. 

Accordingly we refer to rr as the channel utilization. 
Note that the channel utilization is proportional to k, 
the number of active users. Our objective in this section 
is to determine the maximum value of the channel 
utilization, and thus the maximum value of k, which 
this random access data communication channel can 
support. 

Define R as the average number of message packets 
plus retransmissions per unit time from the k active 
users. Then if there are any retransmissions we must 
have R>r. We define Rr as the channel traffic since this 
quantity represents the average number of message 
packets plus retransmissions per uni ttime multiplied 
by the duration of each packet or retransmission. In 
this section we shall calculate RT as a function of the 
channel utilization, rr. 

Now assume the interarrival times of the point 
process denned by the start times of all the message 
packets plus retransmissions are independent and expo­
nential. This assumption, of course, is only an approxi­
mation to the true arrival time distribution. Indeed, 

because of the retransmissions, it is strictly speaking 
not even mathematically consistent. If the retrans­
mission delay is large compared to r, however, and the 
number of retransmissions is not too large this assump­
tion will be reasonably close to the true distribution. 
Moreover, computer simulations of this channel indi­
cate that the final results are not sensitive to this 
distribution. Under the exponential assumption the 
probability that there will be no events (starts of mes­
sage packets or retransmissions) in a time interval T 
is exp(-RT). 

Using this assumption we can calculate the prob­
ability that a given message packet or retransmission 
will need to be retransmitted because of interference 
with another message packet or retransmission. The 
first packet will overlap with another packet if there 
exists at least one other start point T or less seconds 
before or T or less seconds after the start of the given 
packet. Hence the probability that a given message 
packet or retransmission will be repeated is 

[l-exp(-2#r)]. (1) 

Finally we use (1) to relate R, the average number 
of message packets plus retransmissions per unit time 
to r, the average number of message packets per unit 
time. Using (1) the average number of retransmissions 
per unit time is given by 

fl[l-exp(-2flr)] 

so that we have 

or 

R=r+R[l- exp(-2#T)] 

rT = Rre~iRT. (2) 

Equation (2) is the relationship we seek between the 
channel utilization rr and the channel traffic RT. In 
Figure 3 we plot Rr versus rr. 
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Figure 3—Channel utilization vs channel traffic 

Channel utilisation against channel
traffic Abramson (1970)

offered load G

throughput S

slotted

pure

■ Slotted ALOHA: start only on a slot boundary. Less chance of collision.
■ The cost: a clock everybody needs to share and keep synchronised.
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Listen first: CSMA

1-persistent A is sending B and C were both waiting.
Both go the instant A stops.

non-persistent A is sending C
wait a random time, then look
again: no collision, and the
channel sat idle meanwhile

p-persistent A is sending B
send with probability p,
else wait one slot and
look again

■ CSMA: carrier sense multiple access. Listen before you send.
■ It removes collisions during a transmission, not the queue that forms behind one.
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Listen while you talk: CSMA/CD

A

B

jam

each backs off a random number of slots

■ CD: collision detection.
Sense while sending.

■ On a collision: jam, then retry.
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When collision detection stops working

■ On cable, every signal arrives at roughly the
same strength: a collision is visible.

■ Large distance: it happens at the receiver.
■ Collision avoidance, not just detection.

A B

loud here, faint there,
and it is there that matters
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The hidden terminal

A B C

reach of A reach of C

A hears B, C hears B; A and C do not hear each other.
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The hidden terminal

A B C

reach of A reach of CA → B

A senses the channel: idle. Starts sending.
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The hidden terminal

A B C

reach of A reach of CA → B

C → B

C senses the channel: also idle. Starts sending.
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The hidden terminal

A B C

reach of A reach of CA → B

C → B

B

collision, at B

Both arrive at B.
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The exposed terminal

A B C D

B → A C → D

C hears B and defers, for no reason

C’s signal would never have reached A: the channel is wasted

■ The mirror image: carrier sense is
now too cautious.

■ Both cost capacity: the hidden
terminal by collisions and the
retransmissions after them, the
exposed terminal by a channel left
idle.

■ Same mistake: measuring the
channel at the sender.
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Asking first: MACA

A B C

RTS

CTS CTS

DATA

ACK

C holds off
sending:
the NAV

■ MACA: multiple access with collision
avoidance.

■ RTS (request to send) says how long
the sender needs.

■ CTS (clear to send) repeats it, and
reaches the hidden station.

■ NAV (network allocation vector)
keeps track of permissions.

■ That is virtual carrier sense: the
channel is judged busy without
listening to it.
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Code-division multiple access

A

B

C

D

+1 +1 +1 +1

+1 −1 +1 −1

+1 +1 −1 −1

+1 −1 −1 +1

x · y = x1y1 + x2y2 + x3y3 + x4y4

cA · cB +1 −1 +1 −1 = 0

cA · cA +1 +1 +1 +1 = 4

■ CDMA: code-division multiple access. One
physical medium, no taking turns.

■ Each station has a code. To send a 1 it
transmits its code, to send a 0 the negated
code, and to send nothing it stays silent.

■ The codes are orthogonal: the inner product
of any two of them is zero.

■ The medium carries the sum of whatever is
being sent. A receiver takes the inner product
with the code it wants and divides by the
length.

■ Call it layer 1.5: it divides one medium into
channels, but it still delivers bits, not frames.
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Four stations, one channel

A sends 1, so +cA +1 +1 +1 +1

B sends 0, so −cB −1 +1 −1 +1

C is silent 0 0 0 0

D sends 1, so +cD +1 −1 −1 +1

on the medium +1 +1 −1 +3

a sum of four, so anything from −4 to +4

recover A: (+1,+1,−1,+3) · cA = 4, so 4/4 = +1

recover B: (+1,+1,−1,+3) · cB = −4, so −1

recover C: (+1,+1,−1,+3) · cC = 0, so nothing

recover D: (+1,+1,−1,+3) · cD = 4, so +1

■ Everyone transmitted at once, and every bit came back out.
■ The cost: four ‘chips’ on the wire per bit, and codes need to be agreed in advance.
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1. Medium access control

2. Framing

3. Addressing

4. Error detection

5. Bridging

6. Equipment

7. Advanced topics

8. How the standards came to be

9. Towards the network layer

Framing



Ethernet protocol

■ IEEE 802.3: the datalink protocol.
■ It defines a frame: when it starts/ends, who it is

for, whether it arrived intact.
■ One frame at a time on one link.
■ No connection/acknowledgement, no

guarantee of delivery.
■ The same frame from 10 Mbit/s to 800 Gbit/s.
■ IEEE 802.11 Wi-Fi.

Ethernet frame

coax

1973

twisted
pair

1990

fibre

1993

radio

1997

four different layer 1
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Finding the start of an Ethernet frame

1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 1

byte 1 byte 7 the delimiter

7 bytes of preamble: a transition every bit 1 byte

two 1s: the one missing transition

the frame gap: 12 bytes idle

all of this is layer 1, and none of it is in the frame

■ Preamble: 7 bytes of 10101010. Receiver synchronises its clock to sender.
■ SFD (start frame delimiter): 10101011. After double 1 bit is start of frame.
■ Interpacket gap: 12 bytes. On a medium with reflections the signal dies out

before the next preamble starts.
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Ethernet frame layout

destination
6 bytes

source
6 bytes

type
2

payload
46 to 1500 bytes

FCS
4

from layer 3

header, 14 bytes trailer

the frame, 64 to 1518 bytes
to layer 1

■ Destination and source: MAC addresses, 6 bytes each.
■ Type: which protocol the payload belongs to. 0x0800 = IPv4, 0x86DD = IPv6.
■ FCS (frame check sequence): a CRC-32 over everything before it.

Guard against corruption in transit (reject entire frame).
IEEE Std 802.3-2022, IEEE Standard for Ethernet
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How big is a frame allowed to be?

MTU (maximum transmission unit): the largest
payload this link carries.

■ Max*: 1500 bytes. Min: 64 bytes.
■ Too large: one error, one long

retransmission, one hogged channel.
■ Too small: overhead (header and

trailer) paid over and over.
■ Frame does not say how long the

payload is: the protocol on top has to
do so.

46 bytes 28%

128 bytes 12%

512 bytes 3.4%

1500 bytes 1.2%
red: 18 bytes of header and trailer

Exceptions: jumbo frames (up to ∼9000
bytes, off by default, enabled for throughput);

baby giants (up to ∼1600 bytes, room for one
Ethernet frame inside another); a few more.
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MAC addresses

A0 9B C3 D4 E8 77

manufacturer
(OUI, 24 bit)

serial number
(24 bit)

Organizationally Unique Identifier (OUI)
48 bits, fixed in hardware at factory.

■ Unicast: one address per
recipient NIC
(network interface card).

■ Broadcast: FF:FF:FF:FF:FF:FF
→ everyone on the LAN.

■ Multicast: a reserved range,
opted into.

■ Flat address space: which NIC,
not where. Works in a Local
Area Network, not world-wide.

Sometimes settable in software, not a trustworthy identity!
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One segment, everybody hears

A B C D

tap terminator

Four stations, one Ethernet segment.
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One segment, everybody hears

A B C D

src A
dst B

tap terminator

A has a frame for B. It goes on the wire.
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One segment, everybody hears

A B C D

src A
dst B

tap terminator

The signal reaches every station.
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One segment, everybody hears

A B C D

src A
dst B

terminator

src A
dst B

src A
dst B

src A
dst B

Every NIC on the segment receives a copy.
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One segment, everybody hears

A B C D

src A
dst B

terminator

src A
dst B

src A
dst B

src A
dst B

drop keep drop drop

Each NIC keeps its own address, the broadcast, and any multicast it joined; the rest is dropped.
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One segment, everybody hears

A B C D

src A
dst B

terminator

src A
dst B

src A
dst B

src A
dst B

src C
dst D

waits

C wants to send to D, but the medium is busy: contention.
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Cyclic redundancy check

110101000
1011
011001000
1011
001111000

1011
000100000

1011
000001100

1011
000000111

the last three bits are the check

■ Generator 1011. Append 3 zeros to
the message. Divide with XOR.

■ Remainder is the check: send
110101 111. Receiver divides again;
remainder 0 means intact.

■ Ethernet: CRC-32. Catches every
burst of 32 bits or fewer.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

src A
dst C

A has a frame for C. Table is empty.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC portsrc A
dst C

Frame reaches the bridge on port 1.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port
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src A
dst C

Read the source: A is on port 1.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

src A
dst C

Destination C not in the table → flood.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

src A
dst C

src A
dst C

src A
dst C

Every port but 1 carries a copy. Only C keeps it.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

src C
dst A

C has a reply for A.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

src C
dst A

Frame reaches the bridge on port 3.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1
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src C
dst A

Read the source: C is on port 3.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

C 3
src C
dst A

Destination A: the table says port 1.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

C 3

src C
dst A

One link only. B and D see nothing.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

C 3

B 2

D 4

src A
dst B

src C
dst D

A has a frame for B, C has one for D. Both arrive.
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A bridge, point-to-point, learning as it forwards

bridge

A

1

B

2

C

3

D

4

forwarding table

MAC port

A 1

C 3

B 2

D 4

src A
dst B

src C
dst D

Both forwarded at once: ports
1–2 and 3–4 act simultaneously.
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Segments, joined by bridges

segment 1 segment 2 segment 3

A B C D E F

bridge 1 bridge 2

Three segments, two bridges, one LAN.
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Segments, joined by bridges

segment 1 segment 2 segment 3

A B C D E F

bridge 1 bridge 2

src A
dst B

A to B never leaves segment 1: the bridge knows B is on the port it came from, and does not forward.
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Segments, joined by bridges

segment 1 segment 2 segment 3

A B C D E F

bridge 1 bridge 2

src A
dst F

src A
dst F

src A
dst F

A to F is forwarded twice.
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Segments, joined by bridges

segment 1 segment 2 segment 3

A B C D E F

bridge 1 bridge 2

src A
broadcast

src A
broadcast

src A
broadcast

A broadcast goes everywhere: one broadcast domain, three contention domains.
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Contention, per port

bridge

A

1

B

2

C

3

D

4

A → B A → B C → D C → D

A↔B on ports 1–2 and C↔D on ports 3–4, at the same time.

■ Each port is its own contention domain. Two conversations on different pairs
happen in parallel.

■ Switching capacity: aggregate throughput across all ports.
■ Non-blocking: every port at line rate, at once.
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A network card

source
One port, one MAC address, one collision domain.

RTL8019AS
the controller: framing,
preamble, CRC

20F001N
the magnetics: the cable
is coupled, not connected

93C46
1 kbit of EEPROM: where
the MAC address lives

source
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A network card

source
One port, one MAC address, one collision domain.

RTL8019AS
the controller: framing,
preamble, CRC

20F001N
the magnetics: the cable
is coupled, not connected
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A switch

48 ports of 1/10/25G SFP 8 ports of 100G QSFP

■ 2 Tbit/s non-blocking: every port at line rate at once
■ ≈ 1 billion packets per second
■ 4 GB of buffer, 3.5 µs latency

Arista 7020R4-48Y-8QC

Equipment 24 / 39
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A switch

48 ports of 1/10/25G SFP 8 ports of 100G QSFP

■ 2 Tbit/s non-blocking: every port at line rate at once
■ ≈ 1 billion packets per second
■ 4 GB of buffer, 3.5 µs latency

Arista 7020R4-48Y-8QC
four fibres per port, 25G each → 100G
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The port is a socket, the optics plug into it

source

■ SFP: small form-factor pluggable,
a transceiver in a cage

■ Laser and photodiode inside,
electrical contacts to the switch

■ Chosen per link: wavelength,
single or multi-mode, reach

■ LC duplex connector: one fibre
each way

source
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Where the fibres come together

An optical patch panel at AMS-IX (the Amsterdam Internet Exchange).
source
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One building, one datalink layer

source

AMS-IX: an internet exchange. Networks that would
otherwise pay someone to carry traffic between them
plug into the same switching fabric instead.

■ ≈ 15 Tbit/s at peak
■ ≈ 880 members on ≈ 1500 ports
■ 1, 10, 100 Gbit/s Ethernet, aggregated where one

port is not enough
■ It is all layer 2: one very large switched network

live statistics
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One operating system, many boxes

SONiC: an open-source network operating system. The switching silicon sits behind one abstraction
(SAI), so the same image runs on hardware from different vendors.

platform ports silicon aggregate

Accton AS7712-32X 32×100G Broadcom Tomahawk 3.2 Tbit/s
Dell Z9100-ON 32×100G Broadcom Tomahawk 3.2 Tbit/s
Nvidia SN2700 32×100G Nvidia Spectrum 3.2 Tbit/s
Arista DCS-7060DX4-32 32×400G Broadcom Tomahawk 3 12.8 Tbit/s
Dell Z9332F-ON 32×400G Broadcom Tomahawk 3 12.8 Tbit/s
Nvidia SN5600 64×800G Nvidia Spectrum-4 51.2 Tbit/s
Micas M2-W6940-64OC 64×800G Broadcom Tomahawk 5 51.2 Tbit/s

supported devices and platforms
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VLANs: one wire, several broadcast domains (advanced)

dst src 802.1Q type payload FCS

6 6 4 2 446–1500 bytes

TPID 0x8100

16 bit

PCP

3 bit

DEI

1 bit

VID

12 bit

Tag 0x8100 where otherwise a protocol type would be: this tag is recognised as a special purpose function

■ Access port: untagged; the switch adds
the VID on the way in

■ Trunk port: tagged; carries several VLANs
over one link

■ Frame grows to 1522 bytes

■ VID: 12 bits, 4094 usable VLANs. A
broadcast stops at its own

■ DEI: drop eligible indicator. Under
contention, discard this one first
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Multicast: opt-in broadcast (advanced)

01 00 5E xx xx xx

I/G bit = 1

01:00:5E is IANA’s OUI
for IPv4 multicast

low 23 bits
= the group

IPv6: 33:33:xx:xx:xx:xx

A station joins a group: it tells its NIC to
accept frames with that destination.

Multicast frames are flooded by default.

IGMP (internet group management protocol)

Bridge snooping lets a bridge learn which
ports have listeners.
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Security considerations of Ethernet bridges

■ The bridge believes the source address of
every frame it sees. Nothing authenticates it.

■ MAC spoofing: claim somebody’s address
and their traffic comes to you.

■ Table overflow: flood the table with invented
addresses and the bridge floods every frame. A
bridge that floods is a hub.

■ Frame confusion: two ends that parse the
same bytes differently.

Ethernet works when everyone on the
network can be trusted.
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Store-and-forward, or cut-through

time

store-and-forward

cut-through
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delay = one whole frame
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Store-and-forward, or cut-through

time

store-and-forward frame in
CRC ok

frame out

delay = one whole frame
buffered: held in memory until the CRC checks

cut-through frame in

frame out, already
delay = 6 bytes (the destination address)

corrupt tail: already forwarded

Buffers also absorb bursts: a frame waits in memory when its
output port is busy. Deep buffers trade latency for not dropping.
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Accidental loops cause packet storms

A B

C D

X

Y

broadcast

X sends one broadcast.
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Accidental loops cause packet storms

A B

C D

X

Y

A floods it out of every other port.
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Accidental loops cause packet storms

A B

C D

X

Y

B and C each flood onwards; both reach D.
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Accidental loops cause packet storms

A B

C D

X

Y

D delivers to Y , and floods each copy back into the loop.
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Accidental loops cause packet storms

A B

C D

X

Y

Copies return to A, which floods again – and to X too.
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Accidental loops cause packet storms

A B

C D

X

Y

STORM

No hop count in the header. It circulates until a cable is pulled.
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The spanning tree

A B

C D

blocked

root

X

Y

Elect a root (lowest bridge ID). Every bridge keeps
its shortest port to it, blocks the rest. What remains
is a tree. (Perlman, 1985; IEEE 802.1D)

A link fails → the tree recomputes and the standby
comes up. Tens of seconds, in 802.1D.

Broadcasts in contended segments may also fail to
propagate.

Advanced topics 34 / 39
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Where all of this came from

■ ARPA’s packet radio network, 1973: mobile
stations, shared radio channel, terrain in the way.

■ ALOHA → packet radio → Ethernet → IEEE
802.11 (Wi-Fi): the medium changed twice.

Advances in packet radio technology Kahn et al. (1978)
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1. Background 

One can characterize distributed computing as a 

spectrum of activities varying in their degree of decen- 

tralization, with one extreme being remote computer 

networking and the other extreme being multiprocess- 

ing. Remote computer networking is the loose intercon- 

nection of previously isolated, widely separated, and 

rather large computing systems. Multiprocessing is the 

construction of previously monolithic and serial com- 

puting systems from increasingly numerous and smaller 

pieces computing in parallel. Near the middle of this 

spectrum is local networking, the interconnection of 
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networking and the parallelism of multiprocessing. 

The separation between computers and the associ- 

ated bit rate of their communication can be used to di- 

vide the distributed computing spectrum into broad 

activities. The product of separation and bit rate, now 

about 1 gigabit-meter per second (1 Gbmps), is an in- 

dication of the limit of current communication tech- 

nology and can be expected to increase with time: 

Activity Separation Bit rate 

Remote networks > 10 km < .1 Mbps 
Local networks 10-.1 km .1-10 Mbps 
Multiprocessors < .1 km > 10 Mbps 

1.1 Remote Computer Networking 

Computer networking evolved from telecommunica- 

tions terminal-computer communication, where the ob- 

ject was to connect remote terminals to a central com- 

puting facility. As the need for computer-computer 

interconnection grew, computers themselves were used 

to provide communication [2, 4, 29]. Communication 

using computers as packet switches [15-21, 26] and 

communications among computers for resource sharing 

[I0, 32] were both advanced by the development of the 

Arpa Computer Network. 

The Aloha Network at the University of Hawaii was 

originally developed to apply packet radio techniques 

for communication between a central computer and its 

terminals scattered among the Hawaiian Islands [1, 2]. 

Many of the terminals are now minicomputers com- 

municating among themselves using the Aloha Net- 

work's Menehune as a packet switch. The Menehune 

and an Arpanet Imp are now connected, providing ter- 

minals on the Aloha Network access to computing 

resources on the U.S. mainland. 

Just as computer networks have grown across con- 

tinents and oceans to interconnect major computing 

facilities around the world, they are now growing down 

corridors and between buildings to interconnect mini- 

computers in offices and laboratories [3, 12, 13, 14, 35]. 

1.2 Multiprocessing 

Multiprocessing first took the form of connecting an 

I/O controller to a large central computer; raM's Asp is a 
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Where all of this came from

■ ARPA’s packet radio network, 1973: mobile
stations, shared radio channel, terrain in the way.

■ ALOHA → packet radio → Ethernet → IEEE
802.11 (Wi-Fi): the medium changed twice.
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Two lineages, fifty years

1970 1976 1983 1990 1997 2001 2009 2019

ALOHA
Abramson

Ethernet
Metcalfe

IEEE
802.3

802.1D
spanning tree

802.11
Wi-Fi

one room, one committee

GSM
1991

GPRS
2000

UMTS
CDMA2000

WiMAX

LTE

5G

Two families, two governance models. Only one needs a spectrum licence.
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What a standard actually buys

■ Interoperability: hardware from one vendor works with hardware from another.
■ A market: several suppliers for the same part.
■ Longevity: hardware from 1995 still works on a network built today.
■ Something to test against: conformance and compliance.
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Connecting multiple networks

each link has its own MTU → end-to-end principle

tree-shaped, loops are flawed → redundancy, survivability

a flat address per interface → a hierarchical address space

multiple administrative domains → scalability

Layer 2 can reach everyone within one local network. But it can-
not be used to connect different networks together, globally.
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Where we are

Application end-to-end functionality

Transport streams or datagrams

Network packets, end to end

DatalinkDatalink frames, one link

PhysicalPhysical bits on a medium
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