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CHAPTER 13

The Critical State of Cyberspace

Hans-Dieter Hiep

Abstract

NATO is currently in a ‘grey zone’:" increasingly being challenged in cyberspace while unable to
attribute attacks, thus failing to deter. Simultaneously, many governments, businesses, and pop-
ulations depend on the Internet and the cloud to function properly. This is a dangerous situation,
since global Internet connectivity could get disrupted and destabilised.? This chapter explains the
basic principles from an overall technological perspective, and discusses the challenge of anti-ac-
cess and area denial (A2/AD) in the context of global Internet disruptions. What is the contested
area, what are possible effects, and can those effects be limited? Using a layered approach, we
define the cyber ‘high ground’ as maintenance of and control over critical infrastructure, from
core to edge, from hardware to software. To ensure each cyber ‘area’ can be protected in isolation
but still allow global cooperation, we argue it is important to control which paths data takes in the
network, similar to air traffic control. This requires a new approach to organisation: we discuss a
decentralised architecture for cyberspace, and how the Internet can be structured using federated
networks, featuring geofencing and effect isolation, that has the potential to radically change the

future of cyber warfare.

Keywords: Internet; Cloud; Control plane; Disruption; Reset; Decentralisation

Introduction
Background

The Internet (originally called the ARPAnet) is a fruit of DARPA. J.C.R. Licklider,
DARPA’s 1961 director of the Command and Control Research Office (later the
Information Processing Techniques Office), envisioned how ‘man-computer
symbiosis’3 could form networks of intellectual communities where artificially
intelligent agents help humans process information, to support military data acqui-
sition, internal communications, and decision making. Technically, unlike earlier
telephone circuit-switched networks, ARPAnet deployed the first wide-area pack-
et-switched network in 1969.4 It economically supported ‘bursty’ data exchange,
where at unpredictable moments lots of data is sent in a short time span. In the
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268 HANS-DIETER HIEP

older telephone network this pattern was costly or slow: it required allocating
expensive trunk lines that stayed idle most of the time,5 or setting up a circuit only
when enough data accumulated thus increasing latency. ARPAnet also aimed for
interoperability: connecting computers from many vendors at many sites, varying
in computer architectures and operating systems.

One application was the Worldwide Military Command and Control System
(WWMCCS).* The WWMCCS Intercomputer Network (WIN) initially used the
telephone network, but there were worries about disruption when the central tele-
phone offices could come under coordinated attack.” ARPAnet provided a backup
network and selected the TCP/IP technology. Related technologies, such as packet
radio, were further developed by DARPA. Development cost was about 150 million
USD (in 1990 currency).

Eventually ARPAnet split into two parts. One part, NSFnet, grew to connect
worldwide research and academic institutes. It was decommissioned and fully
commercialised in 1995, forming today’s Internet. The other part grew into the
U.S. military network MILNET. In 1990 the security architecture for MILNET was
updated, and it was noted that “the Internet is international and is only loosely
managed through cooperation of its users. No central authority exists to make or
enforce security rules.”® Nonetheless, the Internet community made best-effort
improvements, e.g. to support e-commerce and banking, but the scope was limited.
Since 1986 the Internet Engineering Task Force (IETF) has acted as an international
standards body based on ‘rough consensus,” joining the Internet Society (ISOC)
in 1993. Both organisations rely on volunteers and lack formal accountability
for ensuring privacy and security, so it is unreasonable to expect that the com-
mercialised Internet’s underlying technologies were designed to protect against
adversaries in cyber or cognitive warfare.

That the Internet aimed for interoperability facilitated its global spread.
Early global applications were information systems, such as the World Wide Web
developed at CERN, used by librarians and academics at connected universities
and laboratories to maintain a global intellectual community. Over three decades,
many applications have been built on top, ranging from e-commerce and banking
to multimedia streaming, entertainment, and government services, all dependent
on a functioning Internet. While the Internet community pursued permissionless
innovation, numerous downsides have emerged from connecting mass popula-
tions. Harmful applications,? possibly more addictive than illegal substances and
hard drugs," illustrate why we must speak of ‘users.’

The Internet is not only an addictive playground: in decades it has become
a new battleground. Humans can be micro-targeted during psychological and
cognitive manipulation operations,” and societies face viral misinformation
that fuels discord and polarisation.’ Without mass populations connected, these
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THE CRITICAL STATE OF CYBERSPACE 269

effects would be smaller and more manageable. Individual profiling and fine-
grained tracking enable targeted cognitive effects, essential to fifth-generation
warfare and grey-zone conflict.# The current Internet architecture lets non-state
actors gain substantial control over cyberspace, allowing them to influence foreign
states by manipulating politicians and civil servants:'s some view this as a threat to
democracy.’® Authoritarian regimes also use the Internet for social control, exem-
plified by Iranian shutdowns,’” while European democracies employ shutdowns
to suppress independence movements.’® Emerging risks include disruptions by
digital Luddites." All this serves as preparation for future sixth-generation warfare,
‘which targets technical systems to possibly collapse a society through strategic
sabotage.”®

Motivation & Plan of the Chapter

Since there is no central Internet authority and cyber-attacks are difficult to attrib-
ute, disruptions can occur without anyone being held responsible. Adversaries
can coordinate attacks that destabilise and disrupt the Internet, locally or globally.
This risk defines the ‘critical state of cyberspace,” motivating us to address current
shortcomings and explore technologies and methods to improve the status quo.

A lack of control in critical networks and a lack of high-assurance computer
technology exposes Europe to societal instability crises (cf. sixth-generation war-
fare).?2 Gartner and NLnet Foundation highlighted this early in their 2018 Next
Generation Internet report:2 “Every technical primitive from the current Internet
must be re-evaluated against the full threat catalogue, as we cannot afford our
multi-trillion euro economies and societies to not be able to trust the Internet as
we move forward.” Economies and societies want to trust the Internet: Can this
trust be justified, and how can we design computers and networks to ensure true
quality and justifiable trust?

Disruption attacks pose a significant national security threat. Adversaries,
from lone ‘hacktivists’ to well-organised state actors, can jeopardise sovereignty
by forcing governments to act, under the threat of a nation-wide or even global
Internet kill switch that disturbs routing information so severely that many sites
and services become unreachable.?4 One could call this attack ‘ransomware of the
higher-order.” These attacks can be viewed as an anti-access/area-denial challenge,
as discussed in the second section.

The complexity of cyberspace is vast: the global state space includes all elec-
tromagnetic waves in transmission lines and electronic/photonic circuitry? used
to exchange or process information. To get a sense of scale, the Internet currently
transports zettabytes per year, and is projected to move about one yottabyte by 2030
via roughly 200 billion connections.? Constructing a single system to control and
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secure the entire Internet seems therefore impossible and undesirable. Because
sensors and actuators connect cyberspace with the physical world, many hybrid
interactions arise: cyber-physical,?” cyber-biological,?® cyber-psychological,? and
cyber-neural systems.3° First-order effects in cyberspace produce indirect sec-
ond-order cybernetic effects on these hybrid systems, showing the importance to
maintain the ‘high ground’.3" Without control, arbitrary (malicious) actors could
manipulate such hybrid systems. In a military context, such second-order effects
include weapon system manipulation and even remote firing. We discuss the
layered approach of control, and the role of formal methods in high-assurance
computing and networking, in the third section.

More concretely, we can illustrate the critical state of cyberspace with several
hacks. The Iranian hack of DigiNotar compromised a cryptographic authority,
jeopardising the security of large parts of the Internet:3? a single hack has global
impact. Another example involves Europe’s Internet backbone.33 Internet eXchange
Points (IXPs) and transit providers increasingly automate maintenance centrally
via Software-Defined Networking (SDN).34 An adversary controlling such a system
could deploy configuration changes to hundreds of border routers simultaneously.
In 2017 the author discovered a critical vulnerability in one of the world’s largest
Internet exchanges that could grant this level of control. Due to vulnerabilities in
the Border Gateway Protocol (BGP), such access enables dissemination of false
routing information globally, thereby disrupting Internet service providers world-
wide. In the military context, these disruptions must be handled with resilience,
what prof. K. Guttieri calls “fighting through disruption.”3s In the fourth section the
BGP-controlled Internet and its weaknesses will be discussed.

A remedy is to connect vital sectors (finance, healthcare, energy, transporta-
tion, industry, defence, and education) to secondary ‘backup’ networks with a more
secure architecture featuring failure isolation and geofencing. Technically, SCTON
(Scalability, Control, and Isolation On Next-generation networks)3 is a clean-slate,
high-assurance networking architecture with formally verified standards, proto-
cols, and open-source reference implementation. It has reached production-grade
software quality and is now entering the special-purpose hardware development
phase. By adopting this federated architecture, keeping it separate from the cur-
rent Internet while deploying Isolation Domains (ISDs), the attack surface can be
significantly reduced, creating a ‘galvanically isolated’ higher ground - a protected
network accessible only to verifiably trusted parties. The practical, policy, and
doctrinal implications are discussed in the fifth section.
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THE CRITICAL STATE OF CYBERSPACE 271

Anti-Access and Area Denial

We first examine the Internet from an anti-access and area-denial (A2/AD) per-
spective.3” Anti-access refers to long-range prevention of forces entering a theatre,
while area-denial refers to short-range restriction of freedom of action, confining
operations to areas under adversarial control.3® We focus on the physical and vir-
tual layers of Grant’s model of cyberspace,3® omitting the cognitive layer. Grant’s
model is geographical, since cyber overlaps with all physical military domains: an
‘area’ of cyberspace encompasses all computing and communication technologies
within its geographic bounds.

Existing Internet infrastructure enables rapid military deployment and con-
nection to remote sensors/actuators: dense coverage lets forces operate outside
established bases without building new communication networks (e.g. for com-
mand and control). In peace time those same networks serve civilian purposes.
However, adversaries can disrupt this dual-use infrastructure to create anti-access
effects: while forces can still physically enter a theatre, they cannot use dis-
rupted communication networks and remote cloud computation. Consequently,
commanders lose the ability to coordinate forces and must resort to other, more
restricted means of communication. Disruption can also isolate already deployed
forces, cutting off communication back home. When this occurs, secondary ad-hoc
networks need to be deployed, since repairing the primary networks can be time
consuming without the guarantee of restoring full control.

Internet infrastructure ranges from the core to the edge. The core consists of
Internet eXchange Points (IXPs) and the backbone networks linking them. The edge
includes local Internet Service Providers (ISPs) delivering last-mile connectivity
(including 4G/5G/6G*°), data centres operated by Managed Service Providers (MSPs)
hosting services such as video conferencing, e-mail, file exchange, calendars, et
cetera. Today, top-ranking IXPs can process 20 terabit per second,* and state-of-
the-art backbone links reach 10 terabit per second.** This traffic traverses the data
plane, where regular data flows occur. IXPs enable reachability across most of the
Internet, a phenomenon known as the ‘flat Internet’.43 On top we have the control
plane: the structures, including remote access and control systems, that maintain
and support core infrastructure.

In flat networks, disruptions near the core have a larger impact. Consequently,
core infrastructure is a high-value target,* making targeted reconnaissance and
surveillance operations strategically attractive to adversaries. The control plane is
indirectly a high-value target.ss Jackpot is a centralised control plane that remotely
manages many core infrastructure sites. When vital sectors and military operations
rely on Internet connectivity, disruptions can cause second-order effects, such as
energy-distribution problems or disrupted logistics of goods. In flat networks, a
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single successful cyber operation against such a centralised control plane not only

can produce a large first-order impact, but the impact is also amplified if cascading

second-order failures are coordinated with other effects in the physical military
domains.

Summarising the anti-access/area-denial challenge, the 2020s Internet mirrors
the 1960s telephone network before ARPAnet was deployed as a backup: today IXPs
take the place of the former central offices in the telephone network. Coordinated
attacks on IXPs could result in loss of communication with new and existing force
deployments, and can have significant economic, social, and political consequences.

Thus arises the question: When is an area of cyberspace ‘red’ (in control of an
adversary), ‘grey’ (unknown or neutral), or ‘blue’ (under control by an ally)? What
kind of effects can be generated when in control over IXPs? We follow the offensive
cyber operation actions, as part of Grant’s model,*® referring to the (unclassified) JP
3-12 from the U.S. Department of Defence:4?

* Deny: To prevent access to, operation of, or availability of a target function by
a specified level for a specified time. In our case, the target function is Internet
connectivity. Deny is sub-divided into:

— Degrade: To deny access to, or operation of, a target to a level represented
as a percentage of capacity for a period of time. Level of degradation is
specified. In our case, this means less traffic passes, or specifically only
some filtered traffic passes.

— Disruption: To completely but temporarily deny access to, or operation of,
a target for a period of time. Can be considered a special case of Degrade,
which denies everything. In our case, this amounts to traffic black-holing:
all traffic that passes through the IXP is to be dropped, effectively reducing
the capacity of the overall network.

— Destroy: To completely and irreparably deny access to, or operation of, a
target. Destruction maximises the time and amount of denial. In our case,
configurations could be changed to cause physical damage to the underly-
ing supporting hardware.

¢ Manipulate: To control or change information, information systems, and/or
networks. It uses an adversary’s information resources to create effects not
immediately apparent. The targeted network may appear to operate normally
until secondary or tertiary effects, including physical effects, reveal evidence.
In our case, this means changing route information and information flows
(more technical details in the fourth section).

As soon as an adversary can achieve the above effects, the infrastructure is no
longer under control of an ally: it is ‘red’. Since an adversary may be able to achieve
the above effects but does not wish to reveal this, we have the ‘grey’ area: the
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THE CRITICAL STATE OF CYBERSPACE 273

contested area. We define the area of cyberspace to be ‘grey’ when there are risks

or uncertainties as to whether the target function is and will remain functional at

times when demanded. When evidence is found that the area was (likely) under
control of an adversary, the ‘grey’ area may reveal itself to be ‘red’ after all.

If an ally can achieve the above effects it does not imply the infrastructure is
considered under control, and thus ‘blue’. An area is only ‘blue’ when it is reason-
ably certain it is neither ‘grey’ nor ‘red’, thus denying adversaries the possibility
to achieve the above effects. This can only be proven by obtaining evidence about
the quality of the critical components within a cyber area (publicly auditable, up
to reasonable assumptions): this is the main goal of defensive cyber operations.+®

Infrastructure and networks constantly change, making it hard to detect
adversarial control. Adversaries infiltrate critical Internet infrastructure: entering
via outer networks and reconfiguring software/firmware for persistence, so-called
Advanced Persistent Threats (APTs).4 Also hardware supply chain attacks, provid-
ing components with covert flaws (hardware Trojans), can compromise operating
system security.5° Risks and uncertainties about device quality are difficult to
measure quantitatively. When infrastructure in commercial ISPs or IXPs contains
APTs, the network appears functional for many years while still being vulnerable
to an adversarial strike: attackers can exploit zero-day vulnerabilities, bypassing
cyber defences that rely on invalid assumptions about the underlying technology.

As mentioned above, an area is uncontested only when adversarial action is
impossible. This requires full knowledge of the hardware/software stack, its func-
tional dependencies, expected behaviour, and various degrees in which the system
can be provably correct. Correctness here is not ‘perfect’, it merely aims to explain
complex systems as simply as possible, and prove that the simplified explanation
exactly reflects reality. Two guiding principles to achieve this are: the extended
Kerckhoff principle, and the elimination-of-complexity principle.
¢ The extended Kerckhoff principle requires a system to be secure, even if an

adversary knows its internal workings. Applying it to critical infrastructure cre-

ates a strategic need for open-source software (OSS) and open-source hardware

(OSH) for transparency.5' Although transparency permits inspection, provable

security prevents adversarial effects. Transparency also enables education,

independent review, and lets non-critical infrastructure adopt these designs
while making different trade-offs, e.g. to improve efficiency albeit with less
security.

* The principle of eliminating complexity states that security relies on simplicity
and explanation.5? As computers and computer networks grow more complex
over decades, maintenance and keeping control becomes more difficult. This
‘boiling-frog’ effect, where organisations slowly tolerate more glitches while
pressured to deliver more and more complex functionality, pushes towards
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normalisation of insecure practices. Moreover, vendors drift apart, causing
conceptual fragmentation and technical incompatibility. The principle states
that complexity must be eliminated: the behaviour of a system must be spec-
ified as simply as possible, while the complex implementation underneath is
proven correct with respect to such a behavioural specification.

One example where both principles fail is cloud migration. Inspired by C.S. Magee’s
“Awaiting the cyber 9/11753, cloud computing was proposed to make cybersecurity
more manageable. While local ‘clouds’ aid in security and incident management,
remote ‘clouds’ make the network in between a critical dependency beyond the
control of both client and vendor. Moreover, to realise a cloud, data centre deploy-
ments use largely homogeneous hardware/software that involve large investments,
which incentivise vendors to hide fundamental (hardware) security issues by cre-
ating opacity that can be mistaken for security: in reality, decades-old architectures
have a large technological footprint and face decades-old critical security issues.5*
Moreover, concentrating responsibility in the hands of a few top-level experts is
very risky: a single mistake can nowadays have an economic blast radius in the tens
to hundreds of billions of euros, cf. the CrowdStrike incident.5s

Controlling the Layers of Abstraction

To grasp the complexity of cyberspace, we make use of levels of abstraction (see
Figure 13.1). In the time domain, one could consider the range of operating fre-
quencies between the petahertz (the frequency of light and cryogenic computing)s¢
and the nanohertz (also called a generation, roughly corresponding to 30 years) to
be at least 25 orders of magnitude. In physical space, one could consider the fine
granularity of nano-scale devices,5” each about a hundred of (nm)?, all the way up
to the global level near the Earth’s surface at which the Internet operates, around
500T( m2), to be at least 30 orders of magnitude. At each order of magnitude we
recognise different components. From compositions and integrations of billions of
nano-scale devices, one obtains larger components such as information processors
and memory. In turn, billions of such higher-level components are linked by elec-
trical/optical channels to create the Internet, where the number of nano-devices
is approaching 102°: the most complex socio-technological system humanity ever
created.s®

Cyberspaces® can be defined as a dynamical system, comprising the electro-
magnetic field and its cybernetic effects. At each level of abstraction, first-order
cybernetic effects are logically explainable observations involving information
flow, circularity, and feedback.®® Recursion can explain such phenomena,® and
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Layered Computer Architecture
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Figure 13.1: Computer architecture, both hardware and software, shown in layers. Instruction
Set Architecture layer is the interface between software and hardware. The thin red line
shows how flaws in different layers can be used to achieve unexpected effects in higher
layers: for example, the RowHammer attack misused timing assumption at the lowest layers
to cause bit flips in sensitive locations in memory to bypass defences at higher layers in

the stack. It did so because under normal operation of a pipelined execution, such memory
accesses would be handled by a cache (part of the micro-architecture), but the attack
explicitly avoids that cache, thereby violating a timing assumption in a memory component.

mathematical logic explains relative notions of recursion and the emergence of
a-causal yet synchronous effects. Second-order cybernetic effects arise when we
also consider the environment, including human behaviour and physical systems,
via sensors and actuators.

To raise the level of abstraction, we often ignore the intrinsic complexity of
layers below, focusing only on their extrinsic simplicity: observable functionality
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that support the layers above (Figure 13.1). Ignorance is bliss:%2 only when function-
ality fails do we recall the inner working of deep layers. Each level of abstraction
describes desirable and undesirable functionality differently, creating communica-
tion barriers causing ‘Babylonian confusion.’s3 While each layer may be correct in
isolation, an integrated validation and verification approach across stacked layers
is crucial for overall system quality and reliability.54 Therefore, a common language
is essential to prevent misleading abstractions.

Simple descriptions involving recursion can denote systems with complex
behaviour. Handling these descriptions requires disciplined thinking as demanded
by formal methods. Formal methods can be applied at every level of abstraction to
define desirable/undesirable functionality, and to validate and verify that systems
include/exclude such functionality. They are the most reliable scientific tool for
ensuring, from the building blocks upward, the quality of computing and communi-
cation systems. Formal methods employ mathematics for the design and integration
of systems,% and have a long history in high-assurance, safety-critical domains such
as railway signalling, avionics, spaceflight, missile control, and nuclear power.%
The DARPA High-Assurance Cyber Military Systems (HACMS) program has shown
how to successfully apply formal methods in the military context.5?

Zooming in on a single computer, consider modern architectures such as
Intel/AMD’s x86 and ARM. After the discovery of the FDIV floating point division
bug, resulting in a costly product recall, Intel invested more in applying formal
methods to catch errors early.%® Deep design flaws in processors can surface years
later, often uncovered through independent study, requiring active intelligence
gathering. Recent research shows that covert side-channels in speculation-based
out-of-order architectures (as used in x86 and ARM processors) lets adversaries
exploit timing characteristics of caches to leak data between virtual machines
sharing a physical processor.® When such fundamental security issues are discov-
ered, higher-level layers should be reassessed. Hence, lower-layer design errors
are costlier to fix than those above. Hardware errors are costly, especially when
one considers data centre deployments, and the risk of loss of control over many
areas of cyberspace, making intelligence regarding their presence highly valuable.
If security risks at the theatre-level view are unknown, preparing for impact is
difficult. One should not confuse the theatre-level view? where rare events still
occur, with ‘security theatres’” that waste resources. Intelligence on existing or
potential vulnerabilities enables timely off-loading of low-quality components to
less critical markets (e.g. entertainment systems), compartmentalising effects, and
lowering cyber insecurity in the military context.

Adversaries penetrate systems by breaking abstraction layers in unexpected
ways, generating undesirable effects at higher layers. For example, memory
upscaling led to the RowHammer family of attacks,” exposing upper layers to new
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vulnerabilities” stemming from neglect of robust software/hardware engineering
standards (e.g. exhaustive time-sensitive validation and verification). These issues
should be detected early in design, although they are sometimes tolerated for
efficiency reasons. Interface mismatches between abstraction layers, causing
assumption/guarantee violations, should be identified early via subject matter
expert surveillance. Proper incident-reporting and pre-mortem processes are
essential.”

New vulnerabilities and zero-day exploits in legacy systems are increasingly
discovered automatically by both allies and adversaries. This activity constitutes
reconnaissance. Al agents can scan vast networks and our complex technology
stack, called the ‘tower of Babel,”7”> more efficiently than most humans. While AI can
aid vulnerability detection, retaining a human in the hacking loop is necessary to
allow human intuition to steer the discovery process. We are not at the singularity
where humans cannot keep pace:7® nevertheless, cyber defenders should take a
zero-trust approach, continuously studying unknown devices to detect emerging
technologies within protected infrastructure.

Finally, Europe is considered to be lagging in independently developing com-
puter technology. One can easily get the impression there was an implicit division
of labour in NATO, where the US focused on hardware while Europe focused on
software. This implicit division can partially explain Europe’s talent acquisition
and retention problems?” and lack of technology transfer at universities,” thus
remaining stuck at developing only software prototypes. As Fiott explains,? it is
Washington’s concern that Europe lags so far behind the U.S. in what is called the
‘technology gap’ in the “areas such as command, control, communications, com-
puters, intelligence, surveillance and reconnaissance (C4ISR)” that it may affect
interoperability. Europe now has the second-mover advantage: a unique oppor-
tunity to design high-assurance computers and networks according to its own
values, taking into account in system design all lessons learnt of the past decades,
complying with the highest levels of common criteria for system quality.®°

Internet Disruptions

The Internet uses a layered architecture of protocols (Figure 13.2). A protocol is
an agreement that lets computers communicate. The layers are: application
(e.g. HTTP), transport (e.g. TLS, TCP), network (e.g. IPv4/IPv6, OSPF, BGP), link
(e.g. Ethernet), and physical. The Internet Engineering Task Force (IETF) and the
Institute of Electrical and Electronics Engineers (IEEE) publish the technical spec-
ifications for these protocols. Similar to the hardware/software split in computer
architecture, network architecture is also divided into two parts:® IETF defines the
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network layer and above, while IEEE defines the link layer and below. This section
focuses on the most critical layer: the network layer.

Layered Network Architecture

Application layer

Transport layer

Network layer | (IPv4/IPv6)

Link layer

Physical layer

Figure 13.2: Internet networking architecture, shown in layers. The most critical layer with
respect to denial and manipulation is the network layer. The figure is shaped as an hourglass
due to the Hourglass Lemma.®? The most critical layer is the network layer, where its main
functionality is connectivity.

The Internet is constructed technically and organisationally. Parts of the network
are grouped by an organisational entity called an Autonomous System (AS),
encompassing computing devices and their communication links. They are called
‘autonomous’ because a single administrative entity is responsible for the devices,
their security, and their interconnection also with neighbouring autonomous
systems. Examples include an office, a ship, ad-hoc field networks, or a satellite
constellation. Autonomous systems vary in geographic scale, some cover very wide
areas.

For inter-network connections, neighbouring autonomous systems are linked
by Border Routers (BRs), which are gateways between the interior and exterior
of an autonomous system (Figure 13.3). Traffic entering is ingress; traffic leaving
is egress. Globally, the Internet is a patchwork of ASes connected via these bor-
der routers. To reach hosts in an arbitrary AS, traffic may traverse one or more
third-party ASes that provide transit, carrying traffic that does not have a host in
the transit AS as a destination. These third-party ASes belong to various Internet
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Service Provider (ISP) tiers, with the mid-tiers covering wider regions, and the top-
tiers providing global coverage.

e N
R1 R2
N3
BR1
N1 AS 12345
[ore
N2
R3
\ J

Figure 13.3: Example autonomous system, with internal routers (R1 until R3) and two border
routers (BR1, BR2) connected to the outside world. Three subnets (N1 until N3) are owned by
this autonomous system, so the border router publicly shares routing information regarding
the reachability of these subnets, thus attracting inflow of traffic. Depending on policy, BGP
can advertise that this autonomous system allows transit traffic (between BR1 and BR2): note
that if the router R3 fails, there is a redundant path via R1 and Rz.

The overall system supports dynamic reconfigurations: when links or routers fail,
traffic flow adapts automatically. This is also required within an autonomous sys-
tem, where each organisation uses different techniques for internal redundancy.
Monitoring and dynamic reconfiguration tools such as Open Shortest Path First
(OSPF) and Intermediate System to Intermediate System (IS-IS) exist, but a global
consensus on exterior traffic routing is needed: the de facto protocol is the external
Border Gateway Protocol (BGP), which specifies route update messages and spreads
route information between autonomous systems. Border routers use these update
messages to direct and adjust internal traffic flows, ensuring transit traffic flows
from border to border.

There are more technical details that can be found in any competent book on
computer networking,? involving autonomous system numbering (ASN), the global
IP address space (IPv4/IPv6), and the international organisations managing these,
such as the Internet Assigned Numbers Authority (IANA) and the five Regional
Internet Registries (RIRs). Moreover, there are many other critical issues on the
Internet, involving the higher layers built on top of the network layer, such as the
Domain Name System (DNS) and the Public Key Infrastructure (PKI) used for the
Web. We focus on the routing system.

The Internet is not the only way to interconnect. For higher assurance, fixed
lines or Multi-Protocol Label Switching (MPLS) can be used, but this requires
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manual setup, increases reliance on single providers, and could reduce overall
network resilience. Fixed lines are not shared and thus entail high costs for a
single organisation. Also in the military context, recent conflicts have shown that
frontline areas often depend on commodity Internet, as fixed leased lines are not
always available.

Within the current organisational structure of the Internet, governing the
network layer is difficult. On the BGP-controlled Internet, autonomous systems rely
on an implicit notion of trust. No single party is responsible when false routing
information causes disruption: the Internet is not governed by any state, nor is
any state responsible for ensuring its functionality.®4 Instead, market forces and
loosely managed non-profit, volunteer-driven organisations coordinate the system.
This poses a risk, where market forces act contrary to the interests of local critical
infrastructure providers, and thus states that rely on them.

Moreover, the market lacks incentive to improve security of high-tier Internet
service providers, whose autonomous systems are high value targets while they
are still trusted by many networks. Spreading false routing information from
these systems, especially those employing a centralised control plane, can yield
large-scale effects. The core routing protocol BGP could be turned into a ‘weapon
of mass disruption.’®s The current trust model enables this behaviour: autonomous
systems need not prove the intrinsic security of their control plane; trust is implicit
and based solely on extrinsic observed functionality. Lacking intrinsic security, an
adversary can strike a well-connected core network to demonstrate insecurity (the
‘grey’ areas of cyberspace). While attribution remains a difficult problem, these
cyber attacks are difficult to trace back to the instigator.

Technically, the BGP-controlled Internet is also vulnerable to route hijacking, route
leaking, and address spoofing by compromised or insecure autonomous systems. In
a route hijacking attack, adversaries reroute traffic to ASes under their control to
capture traffic. Route hijacks may seem legitimate, since many route changes are
used as a mechanism to mitigate Distributed Denial of Service (DDoS) attacks. While
encryption can improve confidentiality, quantum computing ‘harvest now, decrypt
later’ attacks increase risk, and traffic metadata remains publicly visible for AI to
analyse. Route leaking occurs when BGP updates accidentally or maliciously spread
to unintended parts of the network, even if these updates originated legitimately.
Address spoofing, a major cause of the attribution problem, injects false source and
destination addresses, making it difficult to trace global traffic.

More recently discovered vulnerabilities can destabilise global routing
altogether,® affecting availability when combined with link or router failures.
Moreover, BGP was never designed to assign different trust levels to autonomous
systems (e.g. NATO-country networks versus external networks). Connecting crit-
ical infrastructure and vital sectors, including military networks, to the Internet
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expands their attack surface, causing an increase in cyber attacks. The same risk
applies to the battlefield in the ‘Internet of Military Things.’

More recent mechanisms to secure routing information, such as RPKI (Resource
Public Key Infrastructure), BGPsec, and ASPA (Autonomous System Provider
Authorisation), resulted in a system with only five centralised trust roots, one
located at each Regional Internet Registry (RIR). However, controlling only a single
trust root is already sufficient to undo the additional security these mechanisms
intend to provide. Recent financial troubles at one of the RIRs has raised fears
that its root certificate might be sold to an adversary, jeopardising the security of
all RIRs. Also deployment is limited: not every part of the network is covered by
these mechanisms. Hence, local connectivity is either unprotected or relies on trust
roots outside of NATO. Consequently, we lack sovereign control over how the PKIs
are used for routing information: a single security failure has global impact. As
demonstrated in the DigiNotar breach, this risk is real.

Moreover and currently, it is technically not possible to observe and choose
the paths (and thus jurisdictions) where traffic is sent over: this requirement was
simply never part of the design.®” Since Internet routing is destination-based,
there is no control over how traffic should travel through different networks.
Such lack of control can expose sensitive traffic to hostile or adversarial areas.
More technically, BGP-controlled Internet currently offers only one ‘best path’ per
IP address prefix. If the network dynamically reconfigures due to link or router
outages, it takes time to converge to a new ‘best path’. This process is relatively
slow, with convergence times of up to several minutes or even hours in extreme
cases, which is problematic for mission-critical applications requiring fast failover.
Concurrent usage of different paths is important, especially when planning larger
joint operations where one takes into account contingencies in the cyber domain,
and needs to anticipate outages and congestion. Moreover, path control can be used
as a mechanism to limit the attack surface of systems by tracing the path back to its
origin, or (temporarily) filtering traffic based on origin.

Finally, the current architecture lacks mechanisms for ensuring hardware
and software supply chain security of devices within an autonomous systems, nor
is there an incident reporting mechanism that allows independent reporting of
security incidents at Internet service providers — for example when the security
of an IXP is breached. Critical network services need to be available locally, such
as time synchronisation, root certificate authorities, certificate revocation, and
domain naming. Time synchronisation ensures all subsystems share a common
clock, which is essential for time-sensitive data such as short-lived certificates.
Many operating systems rely on vendor-provided synchronisation services, thus
implicitly requiring Internet connectivity. Prolonged outages on these services
could prevent desynchronised subsystems to reconnect and recover, where
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circular dependencies could arise: synchronisation services need valid certifi-
cates to authenticate themselves, while certificate validation itself requires prior
synchronisation. Similar cyclic dependency arguments also apply to other critical
services.

A Potential Internet Crash and Reset: Practical, Policy, and Doctrinal
Implications

On the current BGP-controlled Internet, trust relations between autonomous
systems are unregulated, lacking transparency and accountability. A zero-trust
architecture provides stronger assurance: new and unknown autonomous systems
are not trusted by default, but can earn trust over time. Regular verification of trust
reduces the risk of control plane compromise and thus large-scale disruptions.
Non-compliance with security standards or refusal of security inspections can
lead to ejection from a high-assurance network, to incentivise continual security
upkeep. In anti-access/area-denial terms, ‘blue’ areas are proven trustworthy, ‘red’
zones are demonstrably untrustworthy, and the ‘grey’ areas contain systems whose
trust has not yet been verified, or whose prior verification is now doubtful due to
newly discovered fundamental vulnerabilities (see third section).

There is a growing need to connect legacy systems and infrastructures to
the Internet, even when they are not IP-based or designed to be exposed to a
world-wide network, due to remote-working demands and stay-at-home orders.
Society’s dependence on commodity Internet connectivity is increasing, and some
jurisdictions now legally require governments to ensure Internet connectivity. One
mitigation is to use multiple, functionally separated ISPs, but this does not protect
higher-tier transit providers and Internet exchanges near the network core, where
insecurities can cause cascading effects and affect traffic between nearby autono-
mous systems. Therefore, any improvement needs to satisfy the local availability
principle, where connectivity has the smallest possible logical footprint,® meaning
that, if there exists a path traversing ‘blue’ areas, no adversary can disrupt it. This
ensures distant threats cannot negatively affect local connectivity.

In sixth-generation warfare, critical networking infrastructure and its human
support are (automatically acquired) targets of cyber attacks and cognitive and
psychological operations, respectively.®® As attacks intensify, which in the ‘flat
Internet’ has significant impact, first-order disruptions cascade and cause sec-
ond-order effects. Repeated, intermittent and large-scale disruptions can cause
societal collapse due to its large-scale digital dependencies, yielding a surrender
to a higher power. This is what is called the ‘crash’ of the Internet. A well-designed
system (including the Internet) must always eventually permit a reset: a return to
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the initial state. A system satisfies the liveness property of perpetuity when, from

every reachable state, eventually the initial state can be reached.® The overall

system can renew and reconfigure itself before the reset completes, by adopting
and deploying new technologies to prevent repeating the same kind of failure from
reappearing.

The possibility of an Internet crash should be publicly known. Long ignored
backbone routing vulnerabilities (colloquially known as spina bifida) must be
fixed before resetting the system, since otherwise a reset is pointless. To preserve
state sovereignty, cyberspace could be structured in a federated and decentralised
manner, where each state supports its own cyber area with a domestic military-in-
dustrial base supplying high-assurance components. As each area ensures local
connectivity, the federated network expands by connecting isolation domains,
eventually establishing a secondary global network. Traffic can still flow between
isolation domains, now with the full path of each packet known in advance, sim-
ilar to air traffic control managing aircraft paths. High-assurance software and
hardware, as used in avionics architectures where failures are catastrophic,? are
also needed to protect cyberspace. The new backbone routing system remains
backward compatible, to support legacy autonomous systems using IPv4/IPv6 with
border routers that only support legacy BGP.

To keep global Internet connectivity stable, states could agree on international
laws that prohibit intrusions into other states’ protected cyber areas, treating such
interference as an act of cyberwar. Each state monitors both outbound traffic to
prevent it from reaching foreign protected areas, and inbound traffic to guard its
own protected areas. While isolation domains still interconnect globally, due to
path control the attribution problem is resolved. Within every isolation domain,
essential services (synchronisation, certification, naming, and routing) remain
available, and each state regulates, maintains, and verifies these critical functions.
Sovereign states can (democratically) regulate their isolation domain, for example
by describing basic principles to protect their enclosed humans from cognitive and
psychological operations, possibly following the U.S. Declaration for the Future of
the Internet and the European Declaration on Digital Rights and Principles.

This chapter ends with the following bullet points:
¢ NATO militaries prepare to continue their operations even during global or

local Internet disruptions, underscoring Guttieri’s vision of ‘fighting through

disruption.’?

e Procurement of cyber within military systems need to use high-assurance
operating systems and hypervisors, that are provably secure by employing for-
mal methods, following in the footsteps of the High-Assurance Cyber Military
Systems DARPA programme.9 This class of operating systems can already
mitigate many cybersecurity issues in the very short term.
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In the context of NATO’s Crossed Swords and Locked Shields cyber exercises,
future work builds a more realistic ‘simulated Internet’ in which vulnerabilities
of the BGP-controlled Internet are demonstrated, to show the effects of ‘weap-
ons of mass disruption’ in a controlled environment.

NATO should deploy secondary ‘backup’ networks, functionally separated from
the BGP-controlled Internet: ‘galvanically isolated’, separating low ground from
high ground. These high-assurance networks support NATO command and
control in case existing commercial Internet infrastructure is disrupted.

All military domains support cyber intelligence gathering with additional
surveillance and reconnaissance activities (C4ISR) covering their hardware/
software deployments and supply chains, including critical core network
infrastructure of their cyber areas. Progress should be monitored, area by area,
resulting in a geographic picture of ‘blue’, ‘grey’, and ‘red’ cyber areas.
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